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EXECUTIVE SUMMARY 

This Deliverable provides a description of the ML algorithms for Extreme Events (EE) detection, 
prediction, attribution and causation, developed within the CLINT project. The main purpose of this 
report is to describe in detail the developed algorithms, focusing on the computation part of the 
approaches, and on the software developed for different EEs within CLINT. This Deliverable focuses 
on the description of the ML algorithms used and developed in CLINT for the detection, prediction, 
and attribution of EEs. It does not seek to describe the results in specific applications, but rather the 
details of how and why each algorithm was developed or used. The specific, detailed results 
obtained by applying these algorithms to the CLINT case studies can be found in the respective 
deliverables of the other WPs (mainly WP3), and have (and will continue to in the last year of the 
project) serve as the methodological foundation of CLINT. As this Deliverable aims to describe the 
software used to construct the models and algorithms, it also discussed in detail the required 
software libraries for setting it up. It also explains where the code can be found. As the Deliverable 
describes ML techniques, it also seeks to identify the parts of the code that consume the most 
computational time. For that purpose, some benchmarks are shown.  

Note that this document focuses on the description of ML algorithms developed in CLINT for EE-
related problems, but it does not seek to describe the results in specific applications. Instead, this 
deliverable is focused on the algorithms and algorithmic models that conduct them. Mainly, this 
report aims to describe the software developed to construct the models and algorithms, and the 
requirements such as required libraries, procedures and codes for setting the algorithms up. It also 
explains where the developed codes can be found (if the algorithms are already implemented), and 
whether they are currently under operation. 
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1 INTRODUCTION 

The CLINT project aims to address important problems in climate science, namely the detection, 
attribution and causation of climatic Extreme Events (EE), enhancing traditional methods with ML 
algorithms. In particular, the objectives of WP2 are to develop: 

 Advanced feature extraction algorithms for EE detection and prediction; 

 Advanced ML computation algorithms for EE attribution; 

 Advanced data-driven causal inference algorithms for EE causation analysis; 

 
Detection is the identification of a statistically significant change in the extreme values of a climate 
ǾŀǊƛŀōƭŜ ƻǾŜǊ ǎƻƳŜ ǇŜǊƛƻŘ ƻŦ ǘƛƳŜΦ 5ŜǘŜŎǘƛƻƴ ƻŦ 99 ƛǎ ŀ ǎǘŀǘƛǎǘƛŎŀƭ άǎƛƎƴŀƭ-in-ƴƻƛǎŜέ ǇǊƻōƭŜƳΣ ŀƴŘ ƛǘ 
requires an accurate knowledge of the properties ƻŦ ǘƘŜ άƴƻƛǎŜέ ƛƴ ǘƘŜ ǎȅǎǘŜƳΦ LŘŜŀƭƭȅΣ ƛƴǘŜǊƴŀƭ 
climate variability would be estimated from instrumental observations, but several problems make 
this difficult. The instrumental record is short relative to the multidecadal time-scales that are of 
interest for detecting and attributing climate change, particularly for variables in the free 
atmosphere. The longest records available are those for surface air temperature and sea surface 
temperature. 
 
Attribution is usually defined as the process of evaluating the relative contributions of multiple 

causal factors to a change or event, with an assignment of statistical confidence (Hegerl et al. 2007). 

When applied to specific individual Extreme Events (EEs), this is referred to as EE attribution (EEA; 

see also CLINT Deliverable 5.1). EEA represents a key aspect for understanding climate change risks 

since they are often associated with EEs (Hulme 2014). As EEs can occur on a wide range of 

spatiotemporal scales, EEA can be applied to very different types of EEs, including weather or 

climate-related ones.  

 

In turn, causation is the process focusing on identifying and addressing the causes and effects of an 
event. Specifically, a part of causation analysis is causal inference, defined as the process of 
identifying and understanding cause-effect relationships between variables. Causal inference helps 
predict the outcome of changes in variables, which can be especially useful in the analysis of EE 
(Runge et al., 2023).  
 

1.1 The role of the Machine Learning in Climate Science 

Machine Learning (ML) is a subfield of Artificial Intelligence (AI) that leverages the information 
contained in data to inductively address different tasks. ML algorithms consider a set of data, the 
training set, to learn patterns that can be exploited to add information or make predictions given 
new unseen data. Therefore, a ML algorithm learns from the data, which means that it optimises a 
set of parameters so that it improves its performance with respect to a predefined performance 
measure. ML techniques are more and more frequently applied on a variety of fields in Science and 
Engineering, where they exploit the large amount of data available to inductively extract complex 
patterns among data that are subsequently employed to generalise to new unseen data.   

The CLINT project aims to develop a ML enhanced framework to address important problems in 

Climate Science, such as detection, causation and attribution of climatic Extreme Events (EE), 
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focusing on different specific events such as tropical cyclones, droughts, heatwaves and warm 

nights, and compound events and concurrent extremes (ensembles of critical climatic events). 

Specifically, one of the objectives of WP2 in CLINT aims to develop ML algorithms to handle the large 

amount of climatic spatio-temporal data available, with the ultimate goal of providing suitable 

approaches that have good performances on the different applications addressed in CLINT.  

1.2 Objectives of the deliverable 

The main objective of this report is to provide a description of the ML algorithms for EE detection, 
attribution, and causation developed within CLINT. Specifically, this Deliverable aims to describe in 
detail the algorithmic part of the developments carried out, focusing on the computation part of 
the algorithms and on the software developed for different tasks and EEs problems within CLINT. 

1.3 Connections to other deliverables and milestones 

This report is connected to the following deliverables and milestones: D2.1 Review of ML algorithms 
for Climate Science, which describes the state-of-the-art ML algorithms to support climate science 
in the detection, causation, and attribution of extreme events; D2.0 First prototype of algorithms 
for EE attribution,  which presents the prototype of ML algorithms developed for EE attribution; 
D2.2 First prototype of algorithms for extreme events forecasting, which presents the first prototype 
of ML algorithms developed in CLINT for EE forecasting. The report is also connected with other 
previous reports such as D3.1 Extreme Events detection, which reviews existing indicators, datasets 
and potential ML drivers for the detection of all extreme events addressed in CLINT; D7.1 Local 
Climate Services, which reports the end-ǳǎŜǊǎΩ ƴŜŜŘǎ ŦƻǊ ƭƻŎŀƭ /ƭƛƳŀǘŜ {ŜǊǾƛŎŜǎ ό/{ύ ƛƴ ǘƘŜ ƭƻŎŀƭ ŎŀǎŜ 
studies of CLINT; MS2 Data provision for local Climate Services, which reviews the datasets (regional 
and global) to be acquired and used in the local case studies; MS 12, 13, 14 Benchmark Climate 
Services and local use case established for delta hotspots, snow hotspots, and semiarid hotspots 
(respectively), which report on the local CS to be used for benchmarking AI-enhanced CS that will 
be produced in CLINT; MS19-23, which describe the first prototypes of ML algorithms for detection, 
attribution, and causation developed in CLINT (and D3.2, which incorporated these milestones and 
expanded upon them); First prototype of algorithms for EE detection, which describes the first ML 
algorithms for extreme event detection; and MS30-34 from WP3, which describe how the ML-
improved algorithms for EE detection were used in WP3 to further existing climate science 
algorithms for the various EEs studied in CLINT (and the upcoming D3.3, which will incorporate these 
milestones and expand upon them). Finally, this report is also linked to the upcoming D9.7 Final 
exploitation strategy, which will describe the IP repository where the present algorithms will be 
listed as IP items created during the project.   
 

1.4 Report organisation and structure 

 
This Deliverable focuses on the description of the ML algorithms made for the detection, prediction 
and attribution of EEs. It does not seek to describe the results in specific applications, but the 
algorithms and algorithmic models that conduct them. Moreover, the specific, detailed results 
obtained by applying these algorithms to the CLINT case studies can be found in the respective 
deliverables of the other WPs, as described above. Mainly, this Deliverable aims to describe the 
software used to construct the models and algorithms, and the required software libraries for 
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setting it up. It also explains where the code can be found if it is already implemented.. As the 
Deliverable describes the techniques, it seeks to identify the parts of the code that consume the 
most computational time. For that purpose, some benchmarks can be shown.  

The rest of the deliverable is structured in three sections: 

 Section 2 provides a brief summary on Machine Learning algorithms for extreme climate 

events, and the tasks associated with detection, prediction, attribution and causation in 

CLINT. 

 Section 3 is the core of the document, where the algorithms are presented and associated 

with the EEs considered in CLINT. 

 Section 4 summarises the main conclusions of this document. 
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2 MACHINE LEARNING FOR EXTREME CLIMATE EVENTS 

2.1 Machine Learning as a Tool for atmospheric Extreme Events 

As the number and intensity of EEs have increased in the last few decades (likely as a consequence 
of climate change (Grant et al., 2017)), so has the number of scientific studies on them. In this 
context, most studies on EEs can be categorized whether they focus on analysis (Herring et al. 2015), 
detection (Easterling et al. 2016), and causation/attribution to human activities (Stott et al. 2016). 
Also, many authors have focused their research on studying compound EEs (combinations of 
multiple EEs that contribute to societal or environmental risk, e.g , Raymond et al. 2020), the 
relationship of EEs with different processes such as carbon cycle (e.g., Reichstein et al. 2013) or soil 
moisture (Whan et al., 2015), and the effects of EEs on economics (e.g, Ackerman et al. 2017) and 
their impact on human systems (e.g., Zscheischler et al., 2014), to name just a few. In this context, 
different mathematical and computational methods have been used to analyse and forecast EEs, 
including Numerical Weather Prediction (NWP) (Vitart et al., 2018), statistical and probability-based 
methods (Sapsis et al., 2021), nonlinear physics and chaos theory (Chowdhury et al., 2022), and, in 
the last decade, an important number of Machine Learning (ML) and related techniques such as 
Deep Learning (DL), a field with an exponential growth in climate and atmospheric sciences (Salcedo 
et al., 2023), climate change studies (Rolnick et al., 2019), and Earth System science in general. 
 

2.2 The tasks that can be handled by Machine Learning 

ML aims to extract information and relevant patterns from data that can be generalised to gather 
information on new unseen samples and exploit them to make decisions. ML is, in general, 
composed of three main subfields: supervised learning, unsupervised learning, and reinforcement 
learning. Given a set of input features and related target outputs, the goal of supervised learning is 
to build a model that can make predictions based on labelled data. Supervised learning in the 
context of climate sciences is typically divided divided into three main subfields: 

 Classification, where the target is one of K discrete classes and the goal is to assign each 
input to a class. 

 Regression, where the target is a continuous variable, and the goal is to learn a mapping 
from the input that produces a prediction as close as possible to the target. 

 Probability Estimation, where the goal is to associate to each input a probability distribution 
over a set of possible events. 

In the unsupervised learning case, the only available information is a set of unlabelled input features 
and the goal is to learn an efficient representation of the input. This is usually done in one of two 
standard ways, depending on the information of interest that should be extracted from data. A first 
option is clustering techniques, whose goal is to group data in order to maximise the similarity of 
data within the same group and minimise the similarity between different groups. The second is 
dimensionality reduction, which focuses on projecting data into a lower dimensional space, in a way 
that preserves the data structure while reducing their dimension, which is useful for computational 
time, memory usage, and algorithm performances. 
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Finally, reinforcement learning is the ML approach taken to solve sequential decision-making 
problems, which aims to find the optimal distribution of actions to take in each possible state to 
maximise the cumulative reward (usually modelling the problem as a Markov Decision Process). 
  

All the tasks important in CLINT such as detection, prediction, attribution, and causation, which will 
be specified in the following subsections, can be tackled as different parts associated with a subfield 
of ML (tasks related to supervised learning, unsupervised learning or reinforcement learning), as 
can be seen in Table 2.1. 
 
 

Detection and Prediction 

Dimensionality reduction 

 Aggregate fine-grained spatial features in a dynamical data-driven way. 
 No need to manually extract aggregations of variables. 
 Faster computations and less risk of overfitting of ML models. 

Feature selection 

 Identify relevant variables. 
 Identify non-redundant variables. 
 Faster computations and less risk of overfitting if many non-relevant input features are removed. 

Supervised learning 

 Detect an EE through the most relevant drivers. 
 Quantify the performance of the prediction to confirm that the identified variables are drivers of 

the considered EE. 
 Automatically extract relevant features (with some techniques such as convolutional neural 

network). 

Causal Inference 

 Only applicable in the sense of a means to perform feature selection (see Section 2.2.4 below on 
Causation). 

Attribution  
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Dimensionality reduction 

 Same advantages of detection 
 More complex to apply since it is usually necessary to keep separated the variables related to 

human influence. 

Feature selection 

 Identify if human-related variables are relevant and non-redundant candidate drivers of the EE 
under analysis. 

Supervised learning 

 Evaluate the improvement of prediction performance of the models with human-related features to 
find. statistical evidence of their impact on the EE. 

Causal Inference 

  Not applicable. 

Causation 

Dimensionality reduction 

 Still applicable to reduce the dimensionality of features. 

Feature selection 

 Applicable as pre-processing step aimed to reduce the set of candidate causal features. 

Supervised learning 

 Not applicable. 

Causal Inference 

 Classical causal analysis with interventions is not applicable, need to rely on observational causal 
inference. 

 Causal discovery identified as the core component, designed to identify the causal structure among 
variables. 
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Table 2.1: Overview of the identified ML subfields and their importance for the detection and prediction,  
causation and attribution of EEs. 

 

2.2.1 Detection  

The primary phase of detection of climatic EEs is identifying the drivers that contribute to their 
occurrence. Given a collection of candidate features, the simplest method to discover the most 
significant drivers, or extract meaningful combinations of features using a data-driven strategy, is to 
use feature selection or dimensionality reduction approaches. Then, supervised learning 
approaches are of relevance since they are often used as the final phase of the detection pipeline, 
taking the discovered candidate drivers as inputs to test the selected features' capacity to recognize 
an EE situation. 
 
The general ML pipeline reported in Figure 2.1 identifies a standard common framework 
encapsulating most of the methodologies described in this report for detection. It is composed of 
three main steps. 
  

 

Figure 2.1: General pipeline for the detection of EE with ML methods. 

 
 
First, a preprocessing phase is implemented to extract relevant candidate characteristics from high-
dimensional data through Dimensionality Reduction (DR). Indeed, when dealing with high resolution 
gridded datasets, they frequently need to be aggregated in order to find essential characteristics 
while also decreasing computational and memory resources. Subsequently, Feature Selection (FS) 
methods are typically used to discover significant and non-redundant features in a ML problem. 
These methods can be used after the feature extraction step (either with dimensionality reduction 
approaches or directly on all variables), and they produce a subset of features that are the most 
relevant for the task under analysis in terms of a specific performance measure that characterises 
each FS algorithm. FS algorithms are often divided into three types of methods: wrapper, 
embedding, and filter. Filter approaches that take into account non-linear connections have been 
found as the most promising in terms of performance for high-dimensional nonlinear relationships, 
which often define the complicated real-world datasets examined for detection in CLINT. However, 
the impact of wrapper and embedded methods have also been investigated in various applications. 
 
Furthermore, as the final stage in the pipeline, traditional supervised learning methods can be 
combined with more sophisticated approaches (multi-task learning or deep learning) to measure 
the candidate drivers' capacity to recognize an exceptional event under investigation. Supervised 
learning techniques can be used alone or in conjunction with one or both dimensionality reduction 
and feature selection. 
 
In addition, some approaches include dimensionality reduction and feature selection into the 
learning process (for example, autoencoders learn a lower dimensional latent representation of the 
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input features, or the regularisation term within the loss function of the Lasso regression 
automatically selects only the most relevant features). Deliverable D2.1 provides a more in-depth 
overview of feature selection, dimensionality reduction, and supervised learning. 
 
 

2.2.2 Prediction 

Prediction is the natural continuation of the detection task (see 2.2.1). Once the significant drivers 
of the EEs process are identified, the prediction task can be carried out. Prediction is centred around 
the objective of forecasting the value of a target variable based, usually, on historical data. The 
target variable, also known as the dependent variable, is what we aim to predict. This could be a 
continuous variable, such as predicting the sea surface temperature in a specific period, or a 
categorical or discrete variable, such as the occurrence (or not) of a HW. 
 
The prediction task can be categorised according to: time, spatial scale or type of target. If the time 
horizon of the prediction is 0, that is, the same time (hour or day) as the predictor data, it is 
sometimes referred as nowcasting to distinguish it from a forecast (although the term means short 
term forecasting (minutes to hours) in the weather forecast community). For short-term and 
medium-term predictions, the task is called forecasting, whilst for estimation of future scenarios, 
the task is called projection. Depending on the time horizon and the time resolution of the event 
(hourly, daily, monthly), there is a threshold from which the prediction of the EEs events is not 
feasible (Craig et al. 2021).  
Secondly, prediction can be made on a small local-scale, or on a medium-large synoptic-scale. The 
non-redundant and governing drivers are not the same in the two cases. In addition, it is possible 
for the available data to not be at the same scale as the target (i.e. using synoptic reanalysis data to 
predict a local-scale station data in a specific region), or to not be available (i.e. weather stations are 
not uniformly distributed across the local area), or to be biassed (i.e. data for a very accurate 
synoptic model that is not precise at smaller scale). 
 
Finally, the type of target variable influences the type of prediction. If the variable is  continuous, 
the prediction task is a regression problem. If the target is  categorial (or discrete), where the order 
between categories is not important, the task is a classification problem. Moreover, if the order 
between the categorial (or discrete) variables is relevant, then the task is known either as an ordinal 
classification or ordinal regression (i.e. classes of impacts of EEs, where is not the same to be 
mistaken between no impact and low impact than between no impact and severe impact). 
Furthermore, the type or variable can be analysed also in terms of the way this variable is 
constructed and interrelated. That is, if the target variable is time-dependent, then the regression 
problem is a time series forecasting problem, or if the data is structured in a 2-dimensional grid, 
then the problem is an image-based classification (or regression). Deliverables D2.2 and D7.2 shows 
a case study of forecast application. 
 

2.2.3 Attribution  

Attribution is typically defined as the process of determining the relative contributions of causative 
factors to an event and assigning statistical confidence (Hegerl et al., 2007). When applied to 
individual Extreme Events (EEs), this is known as EE Attribution (EEA; for more details see D5.1). EEA 
is an important factor for comprehending climate change hazards because they are frequently 
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related with EEs (Hulme 2014). Because EEs can occur at a variety of spatiotemporal scales, EEA can 
be used to address a wide range of EEs, including weather or climate-related ones. Although it is 
generally possible to make assertions about climate change's effects on the quantity or probability 
of occurrence of specific forms of EE (NAS 2016), EEA continues to be considered as a difficult 
subject (Van Oldenborgh et al. 2020), particularly for specific types of EE such as heat waves or 
droughts, etc. Thus, several approaches, datasets, and methodology have been employed for EEA, 
including coupled general circulation models, empirical approaches, and broad-scale approaches 
(Stott et al., 2016). 

In general, EEA techniques can be divided into two categories: risk-based and mechanistic (Jézéquel 
et al. 2018). The first is based on quantitative statistical approaches, designed to prevent type I 
mistakes (false alarms). The second is process-oriented and concentrates on well-known and 
reliable components of climate change in order to reduce type II errors (missed detections) 
(Shepherd 2016). Neither is superior to the other; they merely occupy different portions of the EEA 
spectrum. 

Nevertheless, the second category has recently emerged as a promising and adaptable approach, 
despite the lack of an established methodology. A well-known EEA approach of this second category 
examines the observed circulation features at the time of the EE (Madakumbura et al. 2021). The 
Analogue Method (AM) uses historical replicas of atmospheric circulation (also known as flow-
analogues) to estimate how the EE would have been in previous times under the same large-scale 
circulation as now (Stott et al. 2016). 

For example, (Yiou et al. 2007) investigated whether the 2006/2007 extreme temperature 
anomalies in Europe may have occurred during similar atmospheric flow conditions in previous 
years. Since then, the AM was used in a number of EEA studies, including (Yiou et al. 2017) and 
(Barriopedro et al. 2020), and it has laid the groundwork for more sophisticated methods based on 
model simulations, such as the storyline approach (van Garderen et al. 2021), in which the observed 
atmospheric circulation is fixed (e.g., via nudging) to assess the effect of changing thermodynamic 
factors on EE. Another advantage of the AM is that it can be used for both observations and model 
output. It enables the study of the role of drivers on the EE by simply placing extra limitations on 
the chosen flow analogues. As such, it paves the way for a variety of innovations, including the 
creation of Machine Learning (ML) models. 

In the last years, different attribution problems in Climate Science have been tackled with AI-based 
(ML/DL) algorithms. Specifically, the idea behind AI-enhanced EEA is using ML algorithms to find 
ŘƛŦŦŜǊŜƴŎŜǎ ōŜǘǿŜŜƴ ǘƘŜ Řŀǘŀ ƻŦ ǘǿƻ άǿƻǊƭŘǎέ ǿƛǘƘ ŘƛŦŦŜǊŜƴt levels of anthropogenic influences. 
These two worlds can come from two observational periods (i.e. a new/recent and old/past world) 
or from climate simulations (i.e. a factual and counterfactual world with and without anthropogenic 
forcings). For example, finding statistically significant differences in a ML detection of a given event 
in pre-industrial and post-industrial data would indicate evidence of attribution due to 
anthropogenic forcing. In general, the scheme of this kind of problem is shown in Figure 2.2. In this 
illustration, the ML model is represented by a neural network, which is applied to present-day data 
on one side and on pre-industrial period data on the other. If the ML model is the same (in terms of 
input variables and ML structure), and the series are long enough for training and representation of 
the data distribution and internal variability, any statistically significant difference in the detection 
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can be attributed to differences in the external forcings of the two worlds (anthropogenic forcing in 
the case of Figure 2.2. 

 

        Figure 2.2: Scheme of EE attribution process with ML algorithms. 

 

2.2.4 Causation 

Machine learning approaches are designed to exploit the information shared between features and 
target, without necessarily identifying a causal relationship among variables. The inspection of the 
cause-effect relationships can be an added value in real world applications based on physical 
systems. Indeed, the identification of drivers that are causing the EE may add knowledge on the 
interconnected processes among meteorological and climatic variables and on the generation and 
occurrence of an EE. Additionally, from a ML perspective, the prediction of an ML model based on 
causal features may lead to a more robust model, able to generalise across various heterogeneous 
environments. 
  
The addition of causal discovery methods in a general ML pipeline can be considered for classical 
tasks such as detection and forecast. Figure 2.3 reports in grey a standard ML workflow, which can 
consist of a preprocessing phase composed of dimensionality reduction and/or feature selection, 
aimed to extract relevant features, and a supervised learning phase that performs the final 
prediction of the target. In the figure, a causality-based phase is included in the workflow, aimed to 
identify a causal interpretation on the selected variables or to causally validate the final prediction 
through causal discovery. 
  
In general, causal inference methods are focused on the identification of the causal interaction 
between variables, knowing the causal graph a priori. The causal graph is a representation that 
shows the causal relationship between the different variables. However, in observational settings 
such as Earth sciences, there is no knowledge of the underlying causal graph of interaction between 
variables. In this case, causal discovery algorithms are specifically designed to search for the causal 
graph. Different methods exist to perform different tasks in this setting. In particular, classical causal 
discovery approaches are based on nonparametric independence tests, or they assume a 
distribution governing the relationships among variables, to extract more information. The 
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interested reader may refer to Deliverable D2.1 for a broader discussion on causal inference and 
causal discovery. 
  
 

 

Figure 2.3: Classical supervised learning pipeline, described as an example for detection, and 
interaction with causality. 

  
Considering the general supervised learning workflow of Figure 2.3, causal discovery can be 
beneficial in two ways. First, given a large set of candidate input features, causal discovery can be 
applied as a preprocessing step, together or in place of classical dimensionality reduction and 
feature selection, in order to extract meaningful features in terms of causal interactions with the 
target. Additionally, causal discovery can be applied at the end of the pipeline to validate the 
informativeness of the considered features. Indeed, at the end of the workflow we have a prediction 
model, based on the selected features. At this point, it is possible to apply causal discovery methods 
on these variables, to understand if the considered features have a causal relationship with the 
target. This may give additional insights on the physical relationships between the considered 
variables. 
  
Therefore, depending on the structure of the problem and on the interest of the user (i.e., maximise 
the prediction performance of the supervised learning phase or consider only causally relevant 
features) causality can be considered as a final validation phase of the interactions between the 
selected features and the target or a additional step of the preprocessing phase of feature extraction 
and selection. 
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3 ML ALGORITHMS DEVELOPED IN CLINT FOR EXTREME EVENTS 

This section describes the ML models developed in the CLINT project from the technical point of 
view. The models are categorised based on their application to EEs, including cyclones, heatwaves, 
droughts, and compound events. 

3.1 Machine Learning for General Purpose problems related to EEs 

This first section describes algorithms developed within CLINT that are not inherently tied to any 
specific type of EE, but can be useful for several types of EEs, as they perform manipulations of 
(target or input) data that are universally useful in climate science. 

3.1.1. Interpretable Variable Aggregation for EEs Detection 

In this section, we describe three novel algorithms that have been designed, theoretically analysed, 

and empirically validated through experiments within the CLINT project. Rather than focusing on 

specific EEs, we provide a theoretical description of the three algorithms, and demonstrate their 

empirical validation using benchmark data. These algorithms are designed to address specific needs 

and issues within the project but are also applicable to a broad range of general ML problems due 

to their innovative nature. Three related scientific peer reviewed papers have been produced, which 

are either published or under revision (Bonetti et al., 2023, 2024a, 2024b), and each of the next 

three subsections will be devoted to describing each of these algorithms in detail.  

 

In general, the main purpose of these methods, that can be seen as dimensionality reduction and 

multi-task-learning approaches, is to aggregate variables (features or targets) in an interpretable 

way (usually the mean), preserving the interpretability of the reduced variables, with guarantees to 

be beneficial for the detection task. This way, meaningful features are extracted, and similar targets 

are aggregated together. This reduces computational costs and the number of models, preserving 

the physical meaning of the aggregated variables, and improving the performances. These 

algorithms are designed to address a specific preprocessing phase of ML applications for detection 

in CLINT (dimensionality reduction), often crucial to reduce the number of input features, further 

extended to also reduce the number of targets, when highly correlated ML tasks need to be 

performed. 

 

The main motivation behind the introduction of these approaches resides on the need to enhance 

standard preprocessing phases, often adopted in ML-based works for EE detection, and in general 

for Earth science applications, consisting in the application of the mean function to a set of 

neighbouring measurements over certain predefined regions. This preprocessing leads to the 

extraction of features that are average values of quantities over an area (for example, starting from 

high spatial resolution precipitation gridded data, the daily average precipitation over a basin can 

be extracted as a feature). This extraction is often a crucial step, when dealing with high-dimensional 

data, since it allows a large reduction of their dimensionality. It allows to reduce the computational 

costs as it  also prevents some issues of ML such as the curse of dimensionality, which is particularly 

relevant when a large set of variables and a small number of data samples is available. Moreover, 

averaging over a region preserves the interpretability of the extracted features However, from a ML 

methodological perspective, this preprocessing procedure does not consider the relationships 
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between the original data, since it only aggregates them because of their spatial location, without 

considering their similarity (e.g., correlation). Therefore, the newly designed algorithms described 

in this section are based on the idea that the aggregation of variables should be performed in order 

to extract features that maximise the association with the target. 

 

First, a linear analysis is conducted, leading to an algorithm that aggregates features with their mean 

when convenient for the regression phase, starting from linearity assumptions and deriving 

guarantees based on correlation. Then, an extension that considers non-linear relationships and 

nonlinear functions of features is analysed, together with an extension that allows to apply the 

proposed methodology in classification settings. Finally, a multi-task case is analysed, considering 

features and targets at different locations. Both are aggregated using the mean with a principled 

algorithm, resulting in a reduced set of tasks over a reduced set of features, and with the ability to 

perform similarly or better than the initial individual tasks with the full set of features. 

 

  

Figure 3.1.1 Example of dimensionality reduction aggregation with the proposed "LinCFA" algorithm over a large 

portion of Northern Italy. Pixels of the same colour are aggregated with their mean by the algorithm. The algorithm 

aggregates the neighbouring pixels with their mean if this is convenient in terms of ML performance. 

  

To further describe the intuitive behaviour of the proposed dimensionality reduction methodology, 

Figure 3.1.1 shows an example of the results of one of the algorithms, called LinCFA. The figure 

represents Northern Italy and specifically the Po River basin, whose sub-basins are represented with 

black continuous lines. Each coloured pixel of the figure represents a location where measurements 

of temperature are available, that can be considered as a feature. To reduce the dimensionality, one 

may average the measurements of all the pixels within a sub-basin, following the geographical and 

hydrological characteristics of the data. However, this has no guarantees on the ML performance. 

The proposed algorithms, on the other hand, focus on the relationships between pairs of points and 

their relationship with the target, to decide whether to aggregate them or not. Therefore, in this 

example, the LinCFA algorithm identifies some groups of pixels to aggregate by computing their 
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mean, represented in the figure with the same colours. From the figure it is therefore possible to 

conclude that, in this case, the newly designed data-driven approach aggregates the pixels 

differently from the geographical boundaries of the sub-basins. As described in the next subsections, 

this enhances the detection capability of the ML model, since the proposed aggregation algorithms 

are designed to have some performance guarantees on the ML models trained on the aggregated 

features, depending on the assumptions made. 

 
Linear Dimensionality Reduction in Regression Problems: LinCFA 
 
This first subsection describes the first dimensionality reduction algorithm, Linear Correlated 
Features Aggregation (LinCFA), that is designed to aggregate features by computing their mean, 
when it is convenient in terms of regression performance. This section highlights the analysis that 
can be found in the paper that presents the algorithm (Bonetti, Metelli, & Restelli, 2024), where the 
interested reader can refer for more accurate descriptions of the performed analyses, as well as 
additional results, proofs and experiments1.  
  
As introduced at the beginning of the section, the LinCFA algorithm is designed to aggregate features 
by computing their mean, and the related theoretical analysis provides guarantees on the 
convenience of the aggregation of two features in terms of regression performance, measured 
through the mean squared error and analysed by exploiting the bias-variance decomposition. 
  
This algorithm was designed and analysed focusing on linear regression as a ML method, and 
assuming a linear relationship between the features and the target. In this context, the algorithm 
iteratively identifies a partition of the set of features, extracting the one feature from each set of 
the partition (the mean of its elements). 
  
Intuitively, in linear settings, two features should be aggregated if their correlation is sufficiently 
large. This is formally confirmed by the bias-variance analysis, which identifies a theoretical 
threshold on the minimum correlation for which it is profitable to aggregate two features. This 
threshold is the minimum correlation value between two features where, comparing the two linear 
regression models before and after the aggregation, the variance decrease is larger than the 
increase of bias. This guarantees that the regression performance, evaluated in terms of mean 
squared error (MSE), is not worse after the aggregation. 
  
It is also important to underline the limitations of the algorithm and its analysis. The linearity 
assumption restricts its theoretical guarantees to linear contexts, although the algorithm can be 
heuristically applied also in non-linear problems. Moreover, the choice to aggregate with the mean 
restricts the application of the algorithm to problems having only continuous features as inputs, 
since the mean is not well-defined for categorical variables. It would also be improper to evaluate 
the mean between heterogeneous features. Hence, in the application of the algorithm on climate 
data, only measurements at different locations of the same variable (e.g., temperature) and with 
the same unit of measurement, will be aggregated with their mean. Finally, to also avoid the 
aggregation of measurements that refer to distant locations, it is possible to constrain the algorithm 
to only aggregate variables related to neighbouring grid points. This leads to an applicative variation 

 
1 Code can be found at: https://github.com/PaoloBonettiPolimi/PaperLinCFA.git 
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of the LinCFA algorithm for spatially distributed data, that is relevant for the detection of EEs in 
CLINT, although the algorithm is a general dimensionality reduction approach, applicable to any ML 
regression problem with continuous features. 
  
The analysis of the LinCFA algorithm is first performed in a two-dimensional setting, considering the 
relationship between the two features ὼȟὼ and the target ώ to be linear, and affected by Gaussian 
noise: ώ ύὼ ύὼ  ‭, with ‭Ḑὔπȟ„ Ȣ In this context, we compare the performance (in 
terms of bias and variance) of the two-dimensional linear regression ώ ύὼ ύὼ with the 
one-dimensional linear regression, which takes as input the average between the two features: ώ

ύ ύὼȢ Moreover, the main analysis performed is asymptotical. Indeed, similar results hold 

for the finite-samples case, under proper assumptions, but the computations and final expressions 
are more convoluted, without providing further insights on the behaviour of the algorithm.  
 
The following equation shows the asymptotic correlation threshold identified in the bivariate 
asymptotic analysis, that is the core of the LinCFA algorithm. Assuming unitary variances to further 
simplify the notation, we identify that the decrease of variance is greater than the increase of 
(squared) bias, when the two features ὼȟὼ are aggregated with their mean, if and only if: 

” ȟ ρ
ς„

ὲ ρ ύ ύ
Ȣ 

 
This result shows that, in a bivariate linear setting with Gaussian noise, it is profitable to aggregate 
two variables with their mean, for the linear regression model, if and only if:  
ǒ The correlation ” ȟ  between the two variables is large. 
ǒ The variance of the noise „  is large, which means that the process is noisy, and the variance 

should be reduced. 
ǒ The number of samples n is small, indeed in this case there is little knowledge about the 

actual model, therefore it is better to learn one parameter rather than two. 
ǒ there is a small difference ύ ύ  between the two coefficients that regulate the (linear) 

relationship between the two features and the target, which implies that they are similar, 
and learning a single coefficient introduces a little loss of information. 

 
This analysis was subsequently extended to a three-dimensional setting, where the relationship 
between the three features and the target is assumed to be linear, with Gaussian noise: ώ ύὼ
ύὼ ύὼ ‭ȟ‭Ḑὔπȟ„ Ȣ Similar to the bivariate case, considering each pair of features 
ὼȟὼ, the analysis compares the performance of the bivariate linear regression ώ ύὼ ύὼ 

with the univariate linear regression that considers their mean ώ ύ ύὼȟ to decide 

whether it is convenient to aggregate them or not.  
 
This can be further extended to a general linear regression problem with D features, considering the 
third variable as a combination between all the remaining ones. The choice to consider a tuple of 
features at time and decide whether it is convenient to aggregate them, without directly inspecting 
their relationships with the other features, can be justified with multiple arguments. first, 
considering a large number D of features, which usually happens when dimensionality reduction is 
applied, and comparing all the possible models where groups of variables are aggregated, is 
combinatorial in the number of features and it would be impractical. Also, comparing the full D 
dimensional regression model with the D-1 dimensional model, where two variables are aggregated, 
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is not feasible. Indeed, when the number of features is huge, in addition to a polynomial 
computational cost, both models suffer issues like the curse of dimensionality and the risk of 
overfitting. In the original paper (Bonetti, Metelli, & Restelli, 2024) it is possible to find the three-
dimensional analysis and its D-dimensional extension, together with the related results.  
 
A drawback of applying the general result in practice is that it requires the knowledge of all the D 
coefficients, which is unrealistic, or to approximate them through an estimate, performing linear 
regression on the complete D-dimensional dataset, which has a polynomial computational cost. 
Therefore, since the equation in the three-dimensional asymptotic analysis becomes equal to the 
bivariate one if the two features have the same correlation with the third, if they are highly 
correlated, it is reasonable to assume this to be valid and to apply the asymptotic bivariate result to 
decide whether the two features should be aggregated or not.  
 

 

Figure 3.1.2 Pseudo-code of the dimensionality reduction algorithm presented in this section. 

 
Figure 3.1.2 shows the pseudo-code of the LinCFA algorithm that follows from this analysis. The 
algorithm creates a reduced d-dimensional partition of the indices of the features ρȟȣȟὈ  by 
iteratively comparing couples of features, and adding them to the same subset, if their correlation 
(correlationὼȟὼ  is greater than the threshold (threshold(ὼȟὼȟώ)), which is derived from the 

theoretical result introduced above. Then, the algorithm aggregates the features in each set k of the 
partition ὖ) with their average, producing each output ὼ. 

 
To validate the LinCFA algorithm on data, some synthetic experiments have been performed, as well 
as preliminary applications to real-world benchmark datasets. In most of the cases, the regression 
test scores of the linear regression show improved results, when applied on the datasets after the 
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application of LinCFA algorithm to reduce their dimensionality. The effectiveness of the LinCFA 
algorithm has also been tested in comparison with classical dimensionality reduction approaches 
such as Principal Component Analysis and its variants, or with more advanced approaches such as 
non-linear dimensionality reduction algorithms or autoencoders, both considering linear regression 
and non-linear ML models such as random forests or feedforward neural networks. In all cases, over 
a variety of datasets, the method provides competitive results (we refer to the original paper for 
details). 
 

 

Figure 3.1.3 D-dimensional synthetic experiment. (a) shows the number of reduced features for a different number of 
samples. (b) (c) respectively show the regression performance in terms of coefficient of determination and MSE for 
different numbers of samples. Blue lines refer to the linear regression with all the original features, while red and 
green lines respectively refer to linear regression on the features reduced by applying the LinCFA algorithm with 

theoretical and empirical quantities. 

 
To better understand the behaviour of the algorithm, Figure 3.1.3 shows some experimental results 
on D-dimensional synthetic data, where it is possible to evaluate exactly the performance of linear 
regression applied after the application of LinCFA, since the underlying values of the coefficients are 
known (while they are unknown with real-world datasets). These performances are compared with 
the results obtained with estimators. The first plot shows that, with a small number of samples, both 
considering theoretical and empirical quantities, the number d of features reduced by the algorithm 
becomes smaller, to prevent overfitting. Moreover, considering the empirical quantities (which are 
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the only ones available in practice) the method leads to a larger number of reduced features but 
still significantly smaller than the original dimension D. This is reasonable since the empirical 
algorithm is more conservative in the aggregation, to avoid loss of information, but still provides a 
large reduction w.r.t. the original set of features. The other two plots in the figure show the 
performance of the linear regression, considering the reduced features, compared with the full 
dataset. When the number of samples is significantly larger than the number of features, the 
performance of the reduced datasets is only slightly better but, when the number of samples is of 
the same order of magnitude as the number of features, the reduced datasets (both considering 
empirical and theoretical quantities) significantly outperform the regression over the full dataset. 
Moreover, the regression performed with reduced datasets is much more robust, since it has a score 
that is stable for different numbers of samples. 
 
In conclusion, the LinCFA algorithm is a dimensionality reduction approach that, in linear settings, 
provides theoretical and empirical guarantees to produce a reduced dataset that does not perform 
worse than the full dataset, in terms of MSE. In this case, the decrease of variance is larger than the 
increase of bias due to the aggregation of features. Additionally, the algorithm empirically shows 
promising results also in non-linear contexts and with non-linear models, although its guarantees 
become heuristics. The main strength of this approach is the aggregation of features through their 
mean, which reduces the dimension while preserving the interpretability of each feature, which is 
not common in traditional dimensionality reduction approaches like PCA. Indeed, this method was 
designed as a data-driven method that performs the aggregation of spatial meteorological features 
with their mean, in a way that maximises the regression performance, rather than only considering 
geographical borders. The main theoretical limitation of this approach, the linearity assumption, will 
be relaxed with the algorithms described in the next subsection. 
 
Dimensionality Reduction in Non-Linear Systems: NonLinCFA, GenLinCFA 
 
This subsection presents two dimensionality reduction algorithms that can be considered as 
relaxations of the LinCFA method, which was designed with linearity assumptions and based on 
correlation. The methodology and analysis of the algorithms presented in this subsection are in line 
with the previous one, with some changes due to the non-linearity of the underlying model and to 
the change of goodness of fit measure considered for the analysis in classification settings. This leads 
to two dimensionality reduction algorithms, with theoretical guarantees that hold for a larger set of 
regression problems, which  can be applied in classification tasks. The complete analysis of the two 
algorithms resulted in a second paper on this topic (Bonetti, Metelli, & Restelli, 2023), that is under 
review. Interested readers can refer to it for further details. This paper contains details on the 
theoretical analysis as well as on the experimental validation of the methods on synthetic and real-
world datasets, in line with that performed for the LinCFA algorithm2. 
 
NonLinCFA 
The first dimensionality reduction technique presented in this section considers linear regression as 
the ML method, but it allows the real underlying data generation process to be a generic (linear or 
nonlinear) function of the input features. Additionally, a more general dimensionality reduction is 
analysed: the inputs are allowed to be generic non-linear transformations of the original features, 
and the aggregation function is in principle a generic non-linear aggregation function (instead of just 

 
2 Code can be found at: https://github.com/PaoloBonettiPolimi/PaperNon_Gen_LinCFA.git 
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the mean). In this way, the algorithm is designed to allow the user to ponder the suitable balance 
between the interpretability of the result (e.g., preferring simple feature and aggregation function 
such as the mean), and the incorporation of more complex non-linear relationships. 
 
In particular, we assume that the generation process of the target is a general nonlinear function of 
the features, with additive Gaussian noise: ώ Ὢὼ ‭ȟ‭Ḑὔπȟ„ Ȣ In this context, given two 
non-linear transformations of the original features ‰ ὼȟ‰ ὼ to account for non-linearities in 
the linear regression, we compare the two models in the theoretical analysis. The first ML model 
considers the two inputs as separate ( ώ  ύ‰ ὼ ύ ‰ ὼ ȟ while the second one aggregates 

them with a generic aggregation function Ὤẗ: ώ ύὬ‰ ὼȟ‰ ὼ . 

 
Intuitively, the second model has similar or better performances if the correlation between each 
input ‰ ὼȟ‰ ὼ and the function Ὢẗ that generates the target is not much larger than that 

between their aggregation Ὤ‰ ὼȟ‰ ὼ  and Ὢẗ itself. In this case, it is convenient to reduce 

the dimensionality of the inputs by aggregating them through the function Ὤẗ. A particularly 
relevant case for the applications, in line with the previous analysis, occurs when the inputs are the 
original features, and the aggregation function is the mean: ‰ ὼ ὼȟ‰ ὼ ὼȟὬ‰ȟ‰

. In this situation, we aggregate the two variables ὼȟὼ with their means, if it is convenient in 

terms of MSE, resulting in a generalisation of the LinCFA analysis.  
 
The final algorithm designed in this context, called Non-Linear Correlated Features Aggregation 
(NonLinCFA), iteratively compares the regression performance of the two aforementioned linear 
regression models, in terms of the MSE. Specifically, the asymptotic bias-variance analysis 
conducted in this setting leads to the following asymptotic guarantee on the convenience to 
perform the aggregation, which is exploited by the NonLinCFA algorithm to decide whether it is 
profitable to aggregate the two input: 
 

„

„ ὲ ρ
Ὑȟ Ὑȟ ȟ Ȣ 

 
Intuitively, aggregation is convenient if: 
ǒ There is considerable noise in the model „  or a small number of samples ὲ (first term). 
ǒ The Real model and aggregated features share a large amount of information (third term). 
ǒ These two features do not share much information with the real model (small second term).  

Ὑ  is the squared coefficient of multiple correlation, indicating how well the target can be linearly 
predicted with the set of features ‰ ὼȟ‰ ὼ, or their aggregation Ὤ‰ ὼȟ‰ ὼ . 
 
The result above is the core of the NonLinCFA algorithm, whose pseudo-code is shown in Figure 
3.1.4. The algorithm focuses on identifying whether it is possible to add one feature to an 
aggregation, iteratively comparing a bivariate with a univariate approach. The main function of the 
algorithm (NonLinCFA(Input)) generates d partitions of the D inputs ‰ȟȣȟ‰ : at each iteration, it 
calls an auxiliary function (compute_threshold) to evaluate performance in terms of the coefficient 
of determination (R2score) of the two models. First, the bivariate model is composed aggregating 
inputs already assigned to the current partition Ὤ‰  and a feature not already assigned to any 
partition ‰. Then, univariate linear regression considers the aggregation of the already selected 
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inputs and the one under analysis (Ὤ‰ȟ‰)) as a single feature. The difference is an estimation of 

the right-hand side of the theoretical results reported above. If it is sufficiently small, the algorithm 
adds input ‰ to the current cluster. The hyperparameter ‭ regulates the propensity of the 

algorithm to aggregate features: when large, the algorithm is prone to aggregate, while small values 
are more conservative. This hyperparameter substitutes the left-hand side term of the theoretical 
result, which is difficult to estimate in practice because it depends on the variance of the real model.  
Finally, the algorithm computes the aggregations of each element of the identified partition ὖ, 

returning the set of aggregated features ὬȟȣȟὬ . 

 

Figure 3.1.4 Pseudo-code of the NonLinCFA algorithm. 

 
GenLinCFA 
The second algorithm presented in this subsection (and in the related paper) considers generalised 
(non)linear models, assuming the expected value of the target to be a generic transformation of the 
features, mapped through the link function Ὁὼ Ὣ Ὢὼ Ȣ This is particularly useful for further 
generalising the dimensionality reduction approach under analysis, since it includes problem 
settings where the Gaussianity assumption is unrealistic, or in the case of classification problems. 
Indeed, in this second case, the target generation distribution is assumed to be part of the canonical 

exponential family  ὣȿὢḐ Ὡὼὴ ὧώȟ‰ , where — Ὢὼ is the parameter of the 

family, ‰, ὦẗ and ὧẗ are respectively a known scale parameter, a function of the parameter — 
characterising the assumed distribution and a normalising function independent off — itself. 
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Therefore, this analysis includes, and is not limited to the Gaussian, Exponential, Poisson, Bernoulli 
and Binomial distributions of the target. 
 
In line with NonLinCFA, the analysis compares the performance of the two models. Its main 
peculiarity is the focus on the expected deviance as goodness-of-fit measure, to evaluate the 
performance in a non-Gaussian context, properly generalising the MSE. As discussed before, we 
consider two possible non-linear, transformations ‰ ὼȟ‰ ὼ of the features as inputs, and we 
compare a model that considers them separately (ώ  Ὣ  ύ‰ ὼ ύ ‰ ὼ ), with a model 
that aggregates them through a nonlinear function Ὤẗȡ ώ Ὣ  ύὬ‰ ὼȟ‰ ὼ . Again, the 
analysis is flexible, providing guarantees that hold for different non-linear transformations of 
features and aggregation, such that the user can select them depending on the problem. 
 
The expected deviance analysis conducted in this setting provides the following upper bound on the 
increase in deviance owing to the aggregation:  
 

 
Although it is more convolute than the previous ones, which is an expected behaviour given the 
general context in which it is derived, this result follows the intuition that it is convenient to 
aggregate two inputs when the variance of their sum is large, or the variance of their aggregation 
Ὤ‰ȟ‰  is small. Moreover, it is convenient to aggregate features when the absolute value of the 
covariance between each feature and the target is small or the absolute value between the 
aggregated feature and the target is large. In the inequality above, these variance and covariance 
quantities are weighted by the two constants ὓȟά which are the largest and smallest absolute value 
of the expected value of the coefficients and their squares respectively.  
 
Again, the above theoretical result is the core of the GenLinCFA algorithm. Following this theoretical 
result and the same algorithmic structure as the previous approaches, the algorithm iteratively 
compares tuples of inputs to decide if it is convenient, in terms of expected deviance, to substitute 
them with their aggregation through a user-defined function ὬẗȢ Therefore, the algorithm is a 
variation of NonLinCFA, whose peculiarity is the different way to compute the threshold that 
suggests whether it is convenient to aggregate two inputs or not. Figure 3.1.5 shows the pseudo-
code of the function compute_threshold, which is the only difference w.r.t. NonLinCFA. Indeed, 
starting from the inequality above, the algorithm aggregates two features if the upper bound of the 
increase of expected deviance due to the aggregation is smaller than 0. The variance and covariance 

of the quantities that appear in the upper bound are estimated from data, while the constant  is 

replaced by an hyperparameter ‭, which regulates the propensity of the algorithm to aggregate. 
Large values of ‭ give to the algorithm more propensity to aggregate, while small values of this 
hyperparameter require more information provided by the aggregation, or more noise in the 
original features, to perform the aggregation. As for NonLinCFA, a specific version of the algorithm 
that preserves interpretability is to consider the inputs equal to the D features ὼȟȣȟὼ  and the 

mean as aggregation function Ὤὼ
ȿȿ
В ᶰ ὼ. 
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Figure 3.1.5 Pseudo-code of the GenLinCFA algorithm. Its main difference w.r.t. the NonLinCFA pseudo-code is the 
different way to compute the aggregation threshold. 

 
As a final description, we briefly mention the empirical validation performed in the related paper 
for the two algorithms described in this subsection. In particular, to validate the two algorithms on 
data, some synthetic experiments have been performed. Figure 3.1.6 shows the results of two 
regression problems with ὲ σπππ samples (randomly using 2000 samples for training and 1000 
samples for testing). The first one has Ὀ ρππ features and standard deviation of the noise „
ρπ, the second has Ὀ ρπππ features and „ ρππ. The two experiments are then repeated by 
applying GenLinCFA in a classification setting, where the sign function is applied to the target to 
transform it into a binary classification task.  
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Figure 3.1.6 Application of NonLinCFA and GenLinCFA in regression and classification synthetic experiments. Green is 
associated with NonLinCFA, red with GenLinCFA, and blue with a wrapper baseline.  

 
The first two plots of the figure show the results of the application of the methods in regression 
settings, in terms of coefficient of determination Ὑ  score, the higher the better), on the test set. 
In both cases, the two algorithms have been applied considering the mean as an aggregation 
function. Then, linear regression was performed on the reduced features to evaluate the 
performances. As a baseline, a wrapper forward feature selection was applied, with the number of 
features up to the maximum number of features extracted by the two methods. The experiments 
were repeated 10 times to produce confidence intervals. The two plots show that the two 
algorithms extract a comparable number of features, and the performance is already satisfactory 
with a small number of reduced features, while many features are needed for the wrapper method 
to reach similar results. LinCFA algorithm has also been applied as an additional comparison, since 
in this synthetic setting linearity is assumed. The two proposed algorithms have similar 
performances w.r.t. LinCFA, but with the advantage to achieve greater dimensionality reduction. 
 
To further test the GenLinCFA algorithm in a classification setting, the same two experiments have 
been repeated, applying the sign function to the target and evaluating performances in terms of 
test accuracy (the higher the better), compared again with a wrapper forward feature selection. The 
last two plots of Figure 3.1.6 show the related empirical performances, which are similar or better 
w.r.t. the wrapper baseline. 
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Additional synthetic experiments, showing that the two algorithms can deal with non-linear 
transformations of the input features and with nonlinear aggregations, can be found in the paper 
that presents the two algorithms, as well as real-world applications of the two algorithms on 
benchmark datasets and compared with state-of-the art baselines. 
 
Summarising this subsection, we have introduced and described two extensions of the 
dimensionality reduction approach discussed in the previous one. These approaches relax the 
linearity assumption of the model and give the user the chance to consider the mean or another 
aggregation function to perform the aggregation of features. The first one, NonLinCFA, aggregates 
features in a regression context with continuous features. The second one, GenLinCFA, considers 
generalised (non) linear models, making the algorithm further applicable in classification contexts 
and in non-Gaussian regression tasks. 
 
Target-Feature Aggregation for Multi-Task Learning: NonLinCTFA 
We conclude this section devoted to newly designed ML methods aimed to perform variable 
aggregation with a further generalisation of the work, that resulted in a multi-task learning (MTL) 
approach, applicable in a variety of contexts. The core idea of this work is that, given a set of tasks 
(e.g., detection for different regions), we want to quantify the advantage to aggregate targets and 
features with their mean, learning an individual model on reduced tasks, w.r.t. the learning of 
individual models, each one focused on a single task. The related paper (Bonetti, Metelli, & Restelli, 
2024) is under publication and we refer to it for details on the analysis, algorithm, and empirical 
validation3. 
 
The motivation of the approach described in this section is related to Earth science and the CLINT 
project, since usually meteorological variables have high-dimensional (correlated) measurements at 
different locations, and we may be interested in the prediction of a target variable at different 
(correlated) locations, given a set of meteorological features measured in each of them. In this 
context, an individual model for each task (location) may be effective, but it may result in different 
models for adjacent highly correlated targets. Therefore, the proposed algorithm aggregates highly 
correlated targets and learns an individual model for their mean, resulting in a reduced number of 
models, simplifying data representation (through further aggregating highly correlated features) 
and enhancing the performances without loss of interpretability, mitigating overfitting, and limiting 
the computational complexity. Figure 3.1.7 shows an example of the target-aggregation phase in 
Europe, where we can see that the algorithm aggregates groups of regions, moving from about 
30.000 regions to approximately 300, significantly reducing the number of models and clearly 
enhancing the interpretability of them. 
 

 
3 Code can be found at: https://github.com/PaoloBonettiPolimi/NonLinCTFA.git 
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Figure 3.1.7 The first figure represents European hydrologic sub-basins, identified with different colors, where a target 
variable and meteorological features are available. The second figure shows the aggregated regions after the 

application of NonLinCTFA algorithm. 

 
The main algorithm designed in this case, called NonLinCTFA, is a MTL approach at the intersection 
between task clustering and feature transformation with dimensionality reduction. first, it performs 
a specific task clustering, based on partitioning the targets, and aggregating each obtained group of 
targets with their mean. Then, for each aggregated task (the mean of the targets of a cluster), we 
aggregate subsets of features with their mean. This way, we first learn a single model for each group 
of tasks. Then, we aggregate subsets of features with their mean in each aggregated task, producing 
a set of reduced features in a dimensionality reduction fashion. In both cases, we provide theoretical 
guarantees on the improvement (or not worsening) of the mean squared error on each of the 
original tasks. A schematic view of this methodology can be found in Figure 3.1.8. 
 

 

Figure 3.1.8 Block scheme of the two-phase algorithm: first, tasks are partitioned and aggregated with their mean, 
reducing the number of tasks to l<L. Then, for each reduced task, the D features are partitioned and aggregated with 

the mean, resulting in ▀░ ╓ reduced features. 

A possible variant of the algorithm unifies the two aggregation phases by comparing, at each 
iteration, the model trained with the features associated with each individual target and the model 
for the aggregated task, trained on averaged features. This way, in a single phase, we aggregate 
couples of targets and pairwise couples of features. Considering for example temperature and 
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precipitation features for different regions where a target variable is available for each area, the 
first version of the algorithm would consider the entire set of measurements for all the regions as 
the set of inputs for each task. On the contrary, in this variant, we would compare individual 
measurements of temperature and precipitation for single-task problems and the means of 
temperatures and precipitations as the two inputs of the averaged model. This variant can be 
further extended to a heterogeneous case where, for example, the first task has a snow-related 
feature not available for the other. In this case, we consider it when the first task appears, keeping 
unchanged the aggregation of targets and other features that are available for both tasks. Figure 
3.1.9 shows a schematic view of this variant, considering L tasks and D task-specific features. 
 

  
 

Figure 3.1.9 Block scheme of a variant of the algorithm with D features individually measured for each task. In the 
aggregation phase, both targets and features are iteratively averaged. 

 
Finally, as described for the previous works, the choice to consider the mean as an aggregation 
function is to preserve interpretability. Indeed, we aggregate targets and features, reducing the 
dimension and the variance of the models and preserving the meaning of each aggregation, which 
is a mean of variables. On the other hand, the aggregations induce an increase in bias that is 
controlled in the analysis. 
 
NonLinCTFA analysis. To have a glance on the theoretical foundations of this methodology and its 
general applicability, we briefly report the setting and the main theoretical result, which is the basis 
of this approach.  
 
Specifically, we consider a general relationship between the full set of features and each target, with 
additive Gaussian noise. The noise variables can be correlated with each other, but independent 
from the features. Without loss of generality, in the bias-variance analysis, we focus on the i-th task 
ώ ὪὼȟȢȢȢȟὼ ‭ȟ‭Ḑὔπȟ„ Ȣ For this task, we estimate the bias-variance of the 
following linear model:   
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, . 
 
For this general case, we evaluate, in the theoretical analysis, the bias and variance of this model 
w.r.t. the real underlying relationship of the specific i-th target. This way, we identify a general 
expression of variance and bias that hold both with the original target as input (assuming a one-
element partition), of a set of averaged targets, on the original features (assuming {‰ȟȣȟ‰  = 
{ὼȟȣȟὼ ), or on a reduced set of features. These expressions also include the ones identified in 
the two previous works, which resulted in the LinCFA and NonLinCFA algorithms.  
 
A particularly interesting result, which is the basis of the first phase of the NonLinCTFA algorithm 
(target aggregation), is the one obtained in the case with two tasks. In particular, starting from the 
general result, we derive a specific threshold showing that, considering two tasks, and training an 
individual linear model with the mean of the two targets as output, is profitable w.r.t. the individual 
single-task models, in terms of MSE, if and only if: 
 

 
 
This equation shows the convenience of aggregating two targets if the variance of the noise is 
reduced, or when the predictive capability of the aggregated model, measured in terms of squared 
coefficient of multiple correlation and weighted by the variance of the averaged target, is better 
than the average of the single-task ones (weighted by the respective variances of the targets). 
 
Finally, a second result shows that the aggregation of D features into d<D aggregated ones is 
profitable, in terms of MSE of the linear model, if and only if:  
 

 
 
Intuitively, this result shows the convenience, in terms of variance, to reduce the number of features 
(expression on the left). In terms of bias, it is shown that the predictive capability of the linear 
regression (measured in terms of squared coefficient of multiple correlation and weighted by the 
variance of the averaged target) is better when the features are aggregated (expression on the 
right). This result is the basis of the second phase of the NonLinCTFA algorithm (feature-
aggregation). 
 
Empirical validation. We conclude this overview of the NonLinCTFA algorithm providing some 
empirical synthetic results that allow us to better understand the behaviour of this approach. 
Further empirical results on real-world data, and compared with benchmark algorithms, can be 
found in the related paper.  
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Specifically, we consider L=10 tasks, D=100 features shared across all tasks, n=250 training samples 
(same number for testing), and standard deviation of (independent) noises „=10. Each target is 
obtained as a linear combination of all the features, with additive Gaussian noise, randomly 
sampling each coefficient from a uniform distribution in the interval [-1, -0.5], or [0.5,1]. By doing 
so, we obtain two groups of tasks that are similar among themselves (the ones with positive 
coefficients and the ones with negative coefficients). We perform linear regression on individual 
tasks and on aggregated tasks after the first phase of the algorithm, or fully applying NonLinCTFA. 
We repeat the experiment 10 times to produce confidence intervals, and we consider as metrics the 
MSE and the coefficient of determination, both in terms of absolute values and of percentage 
increase w.r.t. single-task. We obtain a single-task average Ὑ  score of πȢτψπȢπς, which increases 
to πȢφτπȢπρ σσȢτυσȢσρϷ considering the aggregated tasks and πȢφχπȢπρ σωȢψς
σȢτςϷ adding the feature aggregation. Similarly, the MSE is equal to ωȢστπȢπτ, reducing to 
φȢυτ πȢπσ ςωȢττ ρȢτυϷ and υȢωψ πȢπφ συȢσφ ρȢςχϷȢ The ὒ ρπ tasks become 
ὰ ςȢυ πȢφ, and the Ὀ ρππ features reduce to Ὠ σȢτσρȢχφ. These results empirically 
validate the improvement provided by the proposed algorithm w.r.t. the single-task counterparts in 
linear regression. Additionally, they show a significant benefit with task-aggregation, with a 
subsequent feature-aggregation phase that improves performance, with the added value of 
simplifying models. 
 
We further tested the proposed approach by varying one parameter at a time. Figure 3.1.10 reports 
the results, in terms of MSE and of percentage increase of MSE w.r.t. the single-task, showing the 
improvement with task-aggregation and then the combination with feature aggregation. The first 
column of the figure shows that, with a small number of samples, both phases provide significant 
improvement, which is mitigated with many samples. In the second column, when the number of 
features increases, the feature aggregation phase is more relevant. Similarly, the third column 
shows that the task-aggregation phase is more relevant when the number of tasks increases, 
assuming a constant number of features. Finally, the fourth column shows that the problem 
becomes more difficult when the noise of the targets increases, with the task aggregations that 
become more relevant. 
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Figure 3.1.10 Test MSE (first row) and corresponding percentage decrease \wrt single-task (second row), varying one 
parameter at a time, only aggregating targets (Phase I) or adding the feature-aggregation phase (Phase I+II). The four 
parameters considered are: number of samples, number of features, number of tasks and standard deviation of the 

target's noise. 

 

3.1.2. Causal Feature Selection via Transfer Entropy 

This chapter describes a feature selection algorithm based on a causal quantity, transfer entropy 
(TE), that was designed and analysed to select a set of relevant features driven by a causal quantity. 
The description reported in this section is an adaptation from the original paper, that can be found 
at (Bonetti, Metelli, & Restelli, 2023) and that was accepted for publication4. 
 
Introduction and motivation 
One of the most significant challenges in causal analysis with ML is dealing with observational data. 
In some cases, data are collecting without any control on how important are the variables obtained 
for the specific problem, or how are  these variables inter-related with other drivers for the problem. 
This fact can lead to biassed results, hindering the generalizability and interpretability of the ML 
models. To reduce the number of dimensions and avoid memory and modelling issues like the curse 
of dimensionality, ML models are often trained over a subset of variables identified by feature 
selection, which usually chooses the features with the largest association with the target, without 
inspecting their causal relationships.  
 
Causal discovery is the process of identifying causal relationships among variables from 
observational data, without external interventions. Its primary purpose is to undercover the 
direction of causality and estimate the magnitude and uncertainty of causal effects. The 
identification of causal relationships not only helps in developing more accurate and robust models 
but also provides a deeper understanding of the underlying mechanisms governing the data.  
 
The importance of observational causal discovery for time series data in ML lies on the fact that a 
model trained on causal features enables researchers to predict the outcomes of an intervention or 
a policy change in a robust and interpretable way. This is particularly useful in situations where it is 
not feasible or ethical to intervene, such as in healthcare, social sciences, or economics. 
CǳǊǘƘŜǊƳƻǊŜΣ ŎƻƴǎƛŘŜǊƛƴƎ ŀ ǇƘȅǎƛŎŀƭ ǎȅǎǘŜƳ ǎǳŎƘ ŀǎ ǘƘŜ 9ŀǊǘƘΩǎ ŎƭƛƳŀǘŜ ǎȅǎǘŜƳΣ ǘƘŜ Ŏŀǳǎŀƭ 
knowledge of direct and indirect effects among variables can help to understand the physical system 
itself, filtering the effect of spurious correlations. However, causal discovery for time series is 
challenging on complex systems due to unobserved confounders, high dimensionality, 
autocorrelated variables, and time lags. Moreover, causal discovery algorithms usually focus on 
theoretical guarantees on the (asymptotic) convergence to the real causal graph, or to an 
equivalence class of graphs, without inspecting the effect of the selection of the candidate causes 
of a variable on its prediction.  
 
The novel causal feature selection methodology presented in this chapter, and designed within the 
CLINT project, relies on the forward and backward feature selection procedures (Beraha, Metelli, 
Papini, Tirinzoni, & Restelli, 2019) and leverages transfer entropy (TE) (Schreiber, 2000) as building 

 
4 Code can be found at: https://github.com/PaoloBonettiPolimi/Causal_TEFS.git, while the general implementation of 

the algorithm is available as a Python library at: https://pypi.org/project/tefs/ 

https://github.com/PaoloBonettiPolimi/Causal_TEFS.git
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block to guide the selection of the features. This way, we design an algorithm that has performance 
guarantees on the prediction score, guided by a causal measure of information. TE is indeed a causal 
quantity specifically designed to estimate the flow of information between features and the target 
in time series. Unlike traditional feature selection and like Granger causality, this causal approach 
exploits the property of TE to filter out the autoregressive component of the target in order to 
measure the asymmetric flow of information from a feature to it, without the confounding 
association due to the target itself. Furthermore, conditioning on the other features also makes it 
possible to filter out the information due to the presence of a causal variable that a feature and the 
target have in common. 
 
Setting 
Classical causal discovery relies on four main assumptions (Pearl & others, 2000), that have been 
considered also for the algorithms described in this section. The Causal Markov and causal 
faithfulness assumptions ensure a correspondence between the (conditional) probability 
independence between variables and the absence of a causal relationship in their causal graph. 
Then, acyclicity assumption avoids the presence of cyclical causal relationships, and causal 
sufficiency assumption guarantees the absence of latent confounders. Together with the four 
classical assumptions of causal discovery, the algorithms presented in this section assume that the 
actual target may only depend on its last ὓ values and the last ὒ values of the features. Additionally, 
all the variables are assumed to have a stationary (non)-linear dependence on their causes, with 
independent unobserved noise. 
 
The classic extension of causal discovery to time series is the notion of Granger causality (Ding, Chen, 
& Bressler, 2006), which evaluates the impact of the past value of a feature on the prediction of the 
target as its causal strength. Several indices from information theory are available to quantify the 
causal information that flows from one variable to another. Transfer entropy (TE) evaluates the 
information flow from one variable to another, computing the information that the past values of 
the first have on the second. Similarly, directed information (Massey & others, 1990) computes the 
cumulative sum of information shared between all the past values of the first variable and the actual 
value of the second one. These two quantities are strictly related, and they can be applied to test 
for Granger causality between variables. In the algorithms described in this section, TE was 
considered to measure the causal relationship between variables, since it needs to estimate a single 
conditional mutual information quantity.  
 
Given the definition of mutual information between two variables ὢȟὣ as a measure how much their 
joint distribution differs from independence: 
 

 
 

transfer entropy  evaluates the information flow from 
one variable (ὢ) to another (ὣ), computing the information that the past values of the first have on 
the second, as a directional counterpart of mutual information. Like conditional mutual information, 
which was exploited for feature selection, conditional transfer entropy extends the definition of TE 
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to a conditional set that considers the additional amount of information flow from ὢ to ὣ given the 
flow from ὤ to ὣ:  
 

. 
 
 
 

Algorithms 
The causal feature selection method described in this section can be applied and analysed in a 
forward or a backward procedure, which are classical selection workflows in feature selection. The 
backward approach iteratively selects a variable to remove from the set of the selected features, 
until the loss of information in terms of TE is too large, and the algorithm stops, with the remaining 
features representing the reduced set of relevant non-redundant variables. The forward approach, 
on the other hand, selects one variable at time to be added to the selected ones, starting from the 
empty set, until the selected variables provide sufficient information on the target.  
  
Backward Approach 
The first plot of Figure 3.1.11 reports the pseudo-code of the backward version of the algorithm, 
called Backward TEFS. The algorithm considers Ὀ temporal series ὢȟȢȢȟὢ  as features and a 
temporal series ὣ as scalar target, taking into account the last ὒ values of each feature and ὓ values 
of the target, as well as its current value ὣ. Additionally, ὔ data samples are assumed to be 
available, and a hyperparameter ‏ is considered as input to regulate the amount of information that 
the user is willing to lose with the aim to reduce the number of features.  
 
The algorithm begins by assuming that all features are significant to the target variable, with no loss 
of information and no discarded features (lines 1-3). Then, it iteratively selects the feature with the 
smallest information flow in terms of TE, given the remaining features (line 6), and removes it if the 
increased loss of information flow due to its removal (line 7) keeps the error below a function of the 
hyperparameter ‏ (line 4). When the cumulative information loss due to the removal of a feature 
leads to a cumulative loss larger than the desired maximum, the algorithm stops and returns the 
remaining features (line 11). These are the selected causal drivers for the current value of the target. 
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Figure 3.1.11: Pseudo-code of the two versions of the causal feature selection approach based on transfer entropy described in this 
chapter: Backward TEFS (on the left) and Forward TEFS (on the right). 

 
The two hyperparameters ὓ and ὒ determine the number of past time steps that the algorithm is 
considering to respectively evaluate the impact of each feature and filter out the autoregressive 
component of the target itself. From a causal discovery perspective, these parameters balance the 
positivity-unconfoundedness tradeoff (and, more generally, the bias-variance tradeoff in ML). 
Indeed, large values may lead to a better understanding of the impact of each feature on the actual 
target and increase the adherence to the causal sufficiency assumption. For example, if we consider 
ὒ ς and ὢ  causes both ὢ  and the current target ὣ, we may identify a wrong causal 
relationship between ὢ and ὣ, due to the latent confounder ὢ. On the other hand, given a time 
series of length Ὕ, increasing the number of past values of the features (and of the target) reduces 
the number of data available. For example, in the limiting case where ὒ ὓ Ὕ, we only have one 
sample with the last value of the target ὣ, and all the past features and targets to condition on. 
This may lead to overfitting and to the curse of dimensionality, since in this case there are few data 
and many variables.  
 
The other relevant parameter is ‏, since it regulates the maximum information loss, in terms of TE, 
that the user is willing to lose in order to reduce the number of features, as theoretically justified in 
the next paragraph. 
 
Forward Approach 
The second plot of Figure 3.1.11 reports the pseudo-code of the forward version of the algorithm, 
called Forward TEFS. Again, the algorithm considers Ὀ temporal series ὢȟȢȢȟὢ  as features and a 
temporal series ὣ as target, focusing on the last ὒ values of each feature and ὓ values of the target, 
assuming ὔ samples. A new hyperparameter, Ў, characterises the algorithm by regulating the 
minimum amount of information required by the user. 
 
As in the backward case, the set of chosen features ὢ is initialised to be the empty set (line 1), and 
all the features are in its complementary set (line 2). In this forward case, however, the selected 
features are represented by the set ὢ. Therefore, the initial amount of information flow provided 
by the selected features is null (line 3). At each iteration, the algorithm selects the feature, among 
those not selected, that maximises the TE with the target, conditioned to the already selected 
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features (line 6), and adds the value of its conditional TE with the target given the previously selected 
features to the cumulative information (line 7).  
It is worth to notice that at each iteration of the backward approach, the selected feature minimises 
the conditional transfer entropy loss in order to minimise the loss of information, while in the 
forward case, the selected feature maximises the conditional transfer entropy increase in order to 
identify the most causally relevant features in terms of transfer entropy.  
 
Finally, the stopping condition ensures that the procedure ends when the amount of information 
flowing from the selected features to the target is satisfactory, depending on the hyperparameter 
Ў (line 4). Complementarily w.r.t. the backward case, small value of the minimum information gain 
Ў leads to the selection of fewer features and a greater loss of information flow, with the 
identification of the subset of the most relevant features. A large value of the hyperparameter 
induces a more conservative selection, with many selected features and a smaller loss of 
information. Furthermore, the hyperparameters ὒȟὓ regulate the bias-variance tradeoff in the 
same way discussed for the backward case. 
 
A major difference of this approach w.r.t. the backward procedure resides on the fact that during 
the first iterations we select features conditioning on a small subset, since we only condition on the 
already selected ones, rather than on the almost full set of features of the backward approach, 
where we condition on all the non-discarded ones. Therefore, the forward procedure is usually 
faster for large-dimensional datasets, and it is less sensitive to the curse of dimensionality. 
 
Theoretical Guarantees on the Ideal Error 

The choice to require a cumulative loss in terms of TE not greater than  or a cumulative 

information gain not smaller than 
Ў

 (as shown in line 4 of the algorithms in the pseudo-codes) is 

made to guarantee a loss (respectively, gain) of information flow that is bounded by the 
hyperparameter ‏ (respectively Ў).  
 
Indeed, the following theoretical guarantee holds in regression settings, considering the Backward 
TEFS approach: 
 

 
 
Similarly, considering the Forward TEFS approach: 
 

 
 
In both cases, the term on the left-hand side of the equation represents the ideal regression error, 
in terms of expected mean squared error, obtained when considering only the subset of the selected 
features. Then, on the right-hand side of both equation the irreducible error „ appears, 
representing the error obtained when  considering the full set of features. An additional term 
represents the additional loss of information  by considering the reduced set of features that, as 
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already mentioned, is regulated by the hyperparameters. In the backward case, the hyperparameter 
 directly represents the upper bound of this additional loss of information flow from the features ‏
to the target. In the forward case, this additional term is the difference between the transfer entropy 
between the full set of initial features and the target, scaled by a factor ςὄ  (where ὄ is the 
maximum value that the target can assume), and the hyperparameter Ў. Following this previous 
discussion,, we therefore identify a relationship between the ideal regression error and transfer 
entropy, showing the soundness of the proposed selection procedures.  
 
Similar guarantees hold in the classification setting, in terms of Bayes error. In both cases, these 
results are derived from the properties of the conditional transfer entropy and from a general result 
that regulates the relationship between the irreducible error and the error obtained considering a 
subset of the original features. We refer the interested reader to the original paper for additional 
details and proofs. 
 
Finite-sample analysis 
The theoretical guarantees provided in the previous paragraph hold assuming an exact estimation 
of the transfer entropy at each iteration. However, TE is a specific instance of CMI, and uses finite-
sample estimation that remains a challenging task and an open problem. Considering continuous 
features and a continuous target, for a specific kernel density estimator of mutual information, a 
finite-sample exponential concentration inequality for density functional estimators was found, and 
an extension of this theoretical result to conditional density functionals has also been provided 
(Singh & Póczos, 2014). 
 
In the analysis of the causal feature selection algorithms presented in this section, if we consider 

this specific kernel estimator of CMI between continuous variables ὍὢȠὣȿὤ, we can exploit a 
concentration bound with probability at least ρ – as follows. 
 

 
 
where Ὠ is the sum of the dimensions of the three vectors, the terms ὅȟὅ π are constant w.r.t. 
the number of samples ὲ but exponentially dependent on the dimension Ὠ of the variables. 
Intuitively, high dimensional vectors lead to larger uncertainty on the estimator, which may suffer 
from the curse of dimensionality, therefore both terms in the upper bound depend on the 
cumulative dimension of the three vectors. Then, the term (i) in the equation accounts for the 
variance of the density estimate, i.e., the difference between the estimator and its expected value, 
and converges to zero with the order of the square root of the number of samples. Instead, the term 
(ii) of the upper bound in the equation refers to the bias of the density estimator, i.e., the difference 
in norm between the expected value of the estimator and the true value of the CMI of the three 
terms, with a slower sublinear convergence rate. 
 
Starting from the concentration bound of the equation, the regression and classification errors 
occurred (considering the subset of features selected by Forward and Backward TEFS), have been 
derived. They have the same structure of the ideal upper bounds shown in the previous paragraph, 
adjusted with an additional term derived from the concentration bound itself.  
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Experimental validation 
A first experimental validation to explore the applicative behaviour of the proposed methodology 
was performed on synthetic data, where the causal graph was designed to control the experiment. 
The forward and backward TEFS have been compared to forward and backward feature selection 
algorithms based on CMI, as benchmark feature selection approaches, and with the PCMCI 
algorithm, as benchmark state-of-the-art causal discovery approach. The causal graphs designed in 
this case cover three, five and ten variables and they assume linear relationships. A visual 
representation of the causal graphs is reported in Figure 3.1.12. 
 
Each of the three experiments was repeated ten times with different seeds, considering the 
coefficients reported in the figure, ὔ σππ samples, maximum time lags ὓ ὒ ς for the two 
and five-dimensional data, and ὓ ὒ σ for the ten-dimensional data, and additive Gaussian 
noise with standard deviation ί πȢρ. Then, the individual effect of each of these parameters is 
studied, fixing the other parameters, and varying each parameter with different values. In this way, 
we study the contribution and challenges that arise with increasing amount of noise, increasing lags, 
increasing number of samples, and varying coefficients. To further inspect the impact of high 
dimensionality, we also consider settings with more variables Ὀᶰρυȟςπȟτπȟφπȟψπȟρππ, 
preserving the relationships and coefficients of the original ten-dimensional causal graph, and 
adding independent variables that can be autocorrelated or interact with each other.  
 

 

Figure 3.1.12: Causal graphs designed for the three, five and ten dimensional cases. Each arrow identifies a causal 
relationship and the two numbers above each arrow represent the time lag and the linear coefficient of their 

interaction. 

 
Each model is evaluated with the true positive rate (TPR) and false positive rate (FPR) on the number 
of causal links detected, leading to some considerations on the algorithms. Both forward and 
backward CMI feature selection do not consider the target in the conditioning. Hence, they tend to 
select features that are caused by the target as well. On the contrary, forward and backward TEFS 
and the PCMCI algorithm tend to identify the features causally relevant to the target, along with its 
autoregressive component. Additionally, PCMCI tends to consider more features to avoid false 
negatives at the cost of a higher false positive rate. In contrast, the two versions of the TEFS 
algorithm are more focused on identifying the causal features that are most significant in terms of 
regression performance. This translates into better control of the FPR, at the cost of possibly not 
considering some less relevant causal links, worsening the TPR. As an example of the behaviour of 
these synthetic experiments, Table 3.1.1 shows, for the ten-dimensional setting, the complete 
results in terms of TPR and FPR, varying the number of samples, the scale factor of the noise, the 
time depth, and the value of the coefficients.  
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Table 3.1.1: Ten-variables synthetic experiment results. Each configuration of noise, time lag, number of samples and 
coefficients was tested with ten different seeds. The Benchmark experiment consists of one configuration. The other 
experiments consist of five configurations each, varying one parameter at time. Each cell contains, in square brackets, 

the average TPR and FPR for each configuration tested. 

 
To conclude the presentation of the two algorithms described in this section, some results on real-
world experiments are reported, validating the efficacy of the algorithms in real-world contexts. 
first, a climatic dataset with five variables is considered. To increase the dimensionality of the data, 
a similar dataset with fifteen meteorological features was considered. Finally, to further test the 
algorithm on a benchmark real-world dataset, a dataset composed of five variables available in an 
online causal repository is used. 
 
Ideally, we would know the real underlying causal relationships to validate the algorithms, which is 
unrealistic in complex real-world problems. For this reason, the regression performance (in terms 
of coefficient of determination) is selected to draw some conclusions on the effectiveness of the 
methods. Similar to the synthetic setting, to further inspect the performance of the approaches, 
PCMCI and FullCI are also considered as causal discovery baselines (along with forward and 
backward feature selection based on CMI). These two methods are applied with different 
configurations, considering linear and non-linear independence tests. Table 3.1.2 shows the 
selected set of features and the associated regression test performance score, with increasing past 
depth ὒ ὓᶰρȟςȟσ. For clarity, only the best-performing result among the linear and nonlinear 
PCMCI and FullCI applications (called best_CI) is reported. The same applies to the forward and 
backward CMI approaches (best_CMI).  
 



CLINT - CLIMATE INTELLIGENCE 
Extreme events detection, attribution and adaptation 

design using machine learning 
EU H2020 Project Grant #101003876 

 

48 
ML ALGORITHMS FOR  
CLIMATE SCIENCE 

 

Table 3.1.2: Real-world experiments for three datasets. Each experiment was repeated three times, with different 
time-depths. The table reports the set of IDs of the selected features and the related coefficients of determination on 

the test set. 

 
As discussed for the synthetic experiments, it is possible to observe the tendency of the Forward 
and Backward TEFS, w.r.t. PCMCI and FullCI, to consider a reduced set of the most related causal 
features in terms of TE. Indeed, looking at the subsets of features identified by each method, it is 
possible to see that TEFS always select a subset of features that has smaller or equal dimension 
w.r.t. the baselines. In the empirical results, in terms of regression test score, this leads to an 
empirical performance that preserves most of the information while further reducing 
dimensionality. Therefore, the Ὑ  scores of the proposed algorithms are similar to or slightly worse 
than the best causal discovery counterparts, which consider more features as they aim to preserve 
all possible causal links. 
 
Take-home Message 
The novel algorithms discussed in this section introduce theoretical guarantees on the selection of 
features in a supervised learning setting, based on transfer entropy, which is a measure designed to 
represent the asymmetric flow of information between variables. The theoretical guarantees also 
hold in a finite-sample setting, allowing the algorithm to be applied in practice. Finally, some 
experiments validate the methodology in practice, showing its tendency to focus on a small set of 
the most causally relevant features in terms of TE. 
 

3.2 Machine Learning for Cyclones 

3.2.1. Machine Learning for downscaling and bias correction of TC rainfall fields  

Description of the problem 
Reanalysis datasets, such as ERA5 (Hersbach et al., 2020) produced by the European Centre for 
Medium-Range Weather Forecasts (ECMWF), are key resources for studying historical weather 
events like TCs. Indeed, precipitation fields from ERA5 are often used as inputs to hydrological 
models and risk assessment analyses of TC-induced flood and compound impacts (Harrigan et al., 
2020; Dullaart et al., 2020; Cantoni et al., 2022; Sohrabi et al., 2023), as well as to provide the initial 
conditions for real-time operational hydrological forecasts and re-forecasts (e.g., Harrigan et al. 
(2023)). However, previous studies have found that ERA5 systematically underestimates heavy 
precipitation events (Bhattacharyya et al., 2022; Sun et al., 2022) and have suggested that ERA5 
rainfall data must be bias corrected before being used in hydrological models (Sun et al., 2021; 
Ansari and Grossi, 2022). Additionally, TC rainfall often exhibits considerable spatial heterogeneity 
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(Lin et al., 2015), with sharp gradients in precipitation patterns that may be difficult to capture 
accurately with the 31 km horizontal resolution of ERA5 (Smitha et al., 2018). 
 
Although higher-quality gridded precipitation datasets exist (e.g. MSWEP, Beck et al., 2019b, and 
IMERG, Huffman et al., 2015), there are several reasons one might prefer a bias-adjusted version of 
ERA5 over other gridded datasets. In complex-terrain areas, which often correspond to TC-prone 
regions (e.g., Eastern Asia, Mozambique), the in-situ-based data usually suffer from sparse rain 
gauge measurements with low representativeness, which makes the interpolation unreliable (Jiang 
et al., 2021), while satellite-based precipitation products tend to have large uncertainties (being 
unable to reflect the topography-dependence of precipitation), as demonstrated in many studies 
(e.g., Hirpa et al., 2010). As reanalysis data produced by high-resolution atmospheric models can 
represent range-wide precipitation better than a collective network of rain gauges in some complex-
terrain areas (Iseri et al., 2021), putting together the value of reanalysis and observations is urgently 
needed for hydrological and meteorological applications, like TC rainfall risk assessment. Also, 
reanalysis datasets like ERA5 can help complement observational products beyond complex-terrain 
areas, filling spatial and temporal gaps too (e.g., back extension for periods before satellite data 
were available). Moreover, when high frequency extreme concurrent events are considered, having 
a common dataset (ERA5 downscaled and bias-corrected), with the same grid, time frequency and 
temporal coverage for all the investigated fields (e.g. temperature and precipitation for heat waves 
and TC compound events) is fundamental. Finally, ERA5 is produced by the ECMWF Integrated 
CƻǊŜŎŀǎǘ {ȅǎǘŜƳ όLC{ύΣ ǿƘƛŎƘ ƛǎ ǘƘŜ ǎŀƳŜ ƳƻŘŜƭ ǳǎŜŘ ŦƻǊ 9/a²CΩǎ ƳŜŘƛǳƳ-range forecasts (HRES 
and ENS). Thus, for hydrological forecasting systems (e.g., GloFAS, see Alfieri et al., 2013) driven by 
ECMWF forecasts as inputs, it is better to use a consistent dataset, like the ERA5 reanalysis (original 
or adjusted) for initialization or historical simulation purposes (e.g., to obtain a climatology that is 
as consistent as possible with the forecasts). Indeed, this was the case for CLINT, as a bias adjusted 
version of ECMWF TC-induced rainfall forecasts was needed for the case study of the Zambezi. 
Therefore, adjusting ERA5 rainfall maps was a logical first step, which was then taken further by 
applying it to forecast data. In this deliverable, we report the methodology as applied to ERA5. 
Deliverables D2.2 and D7.2 describe its application to forecast data and specifically for the WP7 case 
study. 
 
Motivated by the potential use of ERA5 bias-adjusted rainfall maps as input to hydrological and 
hydrodynamic models, we set out to adjust not just pixel-level biases but also the spatial distribution 
of rainfall. We specifically aim to adjust the location of the rainfall peaks, which are especially 
biassed in ERA5 and which have great value for hydrological models downstream (Smith et al., 2004; 
Zoccatelli et al., 2011). A paper written based on the outcomes of this work is currently under review 
at Weather and Climate Extremes. 
 
Algorithm description 
Step 1: dataset preparation 
We use hourly global ERA5 fields, retrieved from the Copernicus Climate Data Store at a resolution 
of 0.25° x 0.25°, for the period 2001-2019. We chose not to include data prior to 2001 because 
preliminary analyses revealed that, prior to this year, the variance of the bias of ERA5 was too large 
and would likely have compromised the training of our model. We used four fields from ERA5: total 
precipitation, total column of water, temperature at 850 hPa, and relative humidity at 850 hPa. The 
latter three were used as correction factors to help the model resolve the biases of the precipitation 
field and were selected based on previous literature (Sha et al., 2020; Hu et al., 2021, 2022; Ling et 
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al., 2022). We use precipitation data over the same period also for the MSWEP dataset2, a multi-
source observational dataset blending gauge, satellite, and reanalysis data (Beck et al., 2019b). 
Currently, MSWEP is one of the most accurate precipitation datasets (Sharifi et al., 2019), exhibiting 
better performance than other precipitation products in densely gauged and ungauged regions 
(Beck et al., 2017, 2019a). For instance, a recent study (Beck et al., 2019b) evaluated various gridded 
precipitation products at a common 3-hourly temporal and 0.1°spatial resolution with respect to 
the NCEP Stage-IV dataset, which merges data from 140 radars and Ḑ5500 gauges over the 
continental US, and found that MSWEP had the highest correlation (74%) with these radar-gauge 
data than any of the other products (the second-best, IMERG Final V6, had a correlation of 58%). As 
a{²9t Ƙŀǎ ŀ лΦм  Ȅ лΦм  ǎǇŀǘƛŀƭ ǊŜǎƻƭǳǘƛƻƴΣ ǿŜ ǊŜ-ƎǊƛŘŘŜŘ 9w!р ƻƴǘƻ a{²9tΩǎ ƎǊƛŘ ǳǎƛƴƎ ƭƛƴŜŀǊ 
interpolation. Therefore, our task involves both bias adjustment and downscaling, for which UNet-
like models are ideally suited and have been used in previous studies on precipitation (e.g., Hu et 
al., 2021, 2022; Ling et al., 2022; Hess and Boers, 2022). Furthermore, MSWEP is a 3-hourly 
aggregated product, so we computed a 3-hourly aggregate for ERA5 total precipitation and column 
of water and a 3-hourly average for ERA5 temperature and relative humidity to match it. 
 
To locate TC centres, we used the best-track data from the International Best Track Archive for 
Climate Stewardship (IBTrACS) project (version v04r003), which has a 3-hourly temporal resolution 
(Knapp et al., 2010). Following the guidelines by Schreck et al. (2014), we eliminated all records 
ƭŀōŜƭƭŜŘ ŀǎ άǎǇǳǊέ ƻǊ άŜȄǘǊŀǘǊƻǇƛŎŀƭέΣ ŀǎ ǿŜƭƭ ŀǎ ŀƭƭ ǘƘƻǎŜ ōŜƭƻƴƎƛƴƎ ǘƻ ǎǘƻǊƳǎ ǘƘŀǘ ƴŜǾŜǊ ŀǘǘŀƛƴŜŘ 
ǘǊƻǇƛŎŀƭ ŎȅŎƭƻƴŜ ǎǘŀǘǳǎ όǿƛƴŘ ǎǇŜŜŘ җ оп ƪƴƻǘǎύΦ !ǎ a{²9t Řŀǘŀ ŀǊŜ ŀƎƎǊŜƎŀǘŜŘ ŦƻǊǿŀǊŘ ƛƴ ǘƛƳŜ 
(e.g., rainfall at 03:00 UTC refers to the rainfall accumulated between 03:00 and 05:59 UTC, 
included) and IBTrACS reports instantaneous data every three hours starting at 00:00, we shifted all 
data in IBTrACS forward by 1.5-hour using linear interpolation, so that each time step (i.e., row in 
IBTrACS) would be centred within the MSWEP accumulation window. For each time step in IBTrACS, 
we then cropped the ERA5 and MSWEP fields around a 1000 km-ǎƛŘŜ ōƻȄ ŎŜƴǘǊŜŘ ƻƴ ǘƘŀǘ ¢/Ωǎ 
location in time and space. This resulted in grids of dimensions 96 x 96 x 1 for MSWEP and 96 x 96 x 
4 for ERA5. Repeating this procedure for all time steps in IBTrACS yielded 59,644 pairs of (ERA5, 
MSWEP) grids, which we split into 36,567 (62%) for training, 9,142 (15%) for validation, and 13,935 
(23%) for testing, ensuring that no TC was split among different sets. 
 
Step 2: quantifying spatial errors via the compound loss function 
Following the work by Lagerquist and Ebert-Uphoff (2022), we quantify the errors in the localization 
of the peaks of rainfall using a spatial verification metric frequently used in atmospheric science: 
the Fractions Skill Score (FSS; Roberts and Lean, 2008). The FSS is a metric that measures the 
similarity of the spatial patterns in two gridded products (usually, a model prediction against 
observations) and takes values between 0 (no match) and 1 (perfect match). The method to 
compute the FSS first applies an intensity threshold Q (here considered as a percentile of rainfall 
intensity, calculated separately for each image) to the input grids, turning them into binary maps 
with pixels of values 1 (0) if greater (smaller) than Q. Given these binary maps, fractional coverages 
of threshold exceedances can be computed for different sized neighbourhood areas; the FSS uses 
the fraction of pixels within a patch of size N that are positive in each map, and computes a skill 
score from the mean squared difference of this fraction between the observed and predicted grid 
over all possible patches. In other words, it measures the average overlap between N-sized patches 
of the two binary grids. In the extreme case where N is equal to the size of the image, the FSS 
behaves similarly to the Dice score, which was used as the loss function for the original UNet 
(Ronneberger et al., 2015). In our implementation, we selected N = 15, following a coarse grid search 
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in the range [9, 21]. To use the FSS as a loss function for a neural network, we adjust it in two ways: 
first, we invert it so that FSS = 1 indicates no match between the observed and predicted grids (thus 
yielding the greatest possible gradient); second, we make it differentiable by replacing the hard 
threshold Q by an arctan function of Q (see below), followed by a Gaussian filter and a normalisation 
into the range [0, 1].  
 

ὦὭὲὥὶώ άὥὴ  ὥὶὧὸὥὲὭὲὴόὸᾫὶὭὨ  ὴὩὶὧὩὲὸὭὰὩὭὲὴόὸᾫὶὭὨȟὗ  
 
Cumulatively, these steps bring the values in each grid close to binary without applying a non-
differentiable hard threshold. For the rest of the paper, we will refer to this modified version of the 
C{{ ŀǎ C{{ΩΦ CƛƴŀƭƭȅΣ ǿŜ ŘŜŦƛƴŜ ǘƘŜ ŎƻƳǇƻǳƴŘ ƭƻǎǎ ŀǎΥ  
 

ὒ πȢχὊὛὛᴂ ὊὛὛᴂ ὊὛὛᴂ   ὓὛὉ 

 
where the weights of the two terms (0.7 and 1) were found empirically by searching in the range 
ώлΦмΣ мϐ ŦƻǊ ōƻǘƘΣ ǿƛǘƘ лΦм ƛƴŎǊŜƳŜƴǘǎΦ Lƴ ǘƘŜ ŎƻƳǇƻǳƴŘ ƭƻǎǎΣ ǘƘŜ C{{  ǘŜǊƳ ƛǎ ŀŎǘǳŀƭƭȅ ǘƘŜ ǎǳƳ ƻŦ 
ǘƘǊŜŜ ǾŀƭǳŜǎ ƻŦ C{{  ŎŀƭŎǳƭŀǘŜŘ ŦƻǊ ŘƛŦŦŜǊŜƴǘ ǇŜǊŎŜƴǘƛƭŜ ǘƘǊŜsholds (80th, 95th and 99th percentile 
values for each image). This was done in an attempt to teach the model to adjust the localization of 
rainfall peaks of different intensities, rather than for a single threshold. The use of percentile 
thresholds in the C{{  ŀƛƳǎ ǘƻ ŘƛǎŎŀǊŘ ǘƘŜ ƛƴŦƭǳŜƴŎŜ ƻŦ ŀƴȅ ōƛŀǎŜǎ ƛƴ ǊŀƛƴŦŀƭƭ ƛƴǘŜƴǎƛǘƛŜǎ ŀƴŘ ǎǇŜŎƛŦƛŎŀƭƭȅ 
concentrate on spatial accuracy, while the MSE component is used for adjusting pixel-level biases. 
 
Step 3: ML architecture 
We use a modified version of the popular UNet architecture (Ronneberger et al., 2015). In its original 
version, inputs are first encoded via a series of convolutional and max pooling layers (which reduce 
the spatial resolution and increase the semantic meaning of the information), and then decoded via 
a series of convolutional and upsampling layers (which restore the spatial resolution while 
maintaining high-level semantic information). Blocks of the encoder and decoder that are at the 
same depth are then connected via so-ŎŀƭƭŜŘ άǎƪƛǇ ŎƻƴƴŜŎǘƛƻƴǎέ όǿƘƛŎƘ ŎƻƴŎŀǘŜƴŀǘŜ ŀ ŎƻǇȅ ƻŦ the 
ŜƴŎƻŘŜǊΩǎ ōƭƻŎƪ ǿƛǘƘ ǘƘŜ ŎƻǊǊŜǎǇƻƴŘƛƴƎ ŘŜŎƻŘŜǊ ōƭƻŎƪύ ǘƻ ŦŀŎƛƭƛǘŀǘŜ ǘƘŜ ǘǊŀƴǎŦŜǊ ƻŦ ǎǇŀǘƛŀƭ 
information to the semantically complex layers of the decoder. The Residual Attention UNet (RA-
UNet, or RA-U for short) (Figure 3.2.1 below, Jin et al., 2020) augments the original UNet in two 
ways: it replaces the convolutional blocks with residual blocks, and it adds attention modules along 
the skip connections. Residual blocks enhance the learning process by enabling a direct flow of 
gradients through the network, mitigating the vanishing gradient problem commonly encountered 
ƛƴ ŘŜŜǇ ƴŜǘǿƻǊƪǎΦ !ǘǘŜƴǘƛƻƴ ƳƻŘǳƭŜǎΣ ŎƻƴǾŜǊǎŜƭȅΣ ŀǳƎƳŜƴǘ ǘƘŜ ƳƻŘŜƭΩǎ ŎŀǇŀōƛƭƛǘȅ ǘƻ ŦƻŎǳǎ ƻƴ 
salient features within the input data. By incorporating a gating mechanism, these modules 
selectively emphasise important features and suppress less relevant ones, thus improving the 
feature representation power of the network. Integrating residual blocks and attention modules 
into the UNet architecture significantly elevates its performance, particularly in tasks requiring 
precise localization and feature delineation. Contrary to the original implementation of RA-U, we 
chose to omit batch normalisation and dropout, as our model showed no sign of overfitting. We 
trained our model using the Adam (Kingma and Ba 2014) optimizer and early stopping (which 
triggered after about 30 epochs) on an NVIDIA A100 GPU. The hyperparameters of the network, 
which we optimized via grid-search, are reported in Table 3.2.1. For an explanation of how these 
parameters affect the training of the network, the reader can refer to (Kingma and Ba 2014). 
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Figure 3.2.1 Performance metrics averaged on the test set, reported as % improvement over the baseline (i.e., 

ERA5). 
 

Hyperparameter Value 

Initial learning rate 0.0001 

Adam ɓ1 0.9 

Adam ɓ2 0.999 

Batch size 32 

Residual blocks filters [32, 64, 128, 256] 

Table 3.2.1 Hyperparameters for RA-UNet. 
 

Implementation 
All code was written in Python. The preprocessing of data was done using a combination of 
Pandas, Numpy, and Xarray functions, while the construction and training of the model ML was 
done using Tensorflow and Keras. 

 

Software Libraries Version 

Python 
>=3.7 

 

Tensorflow >=2.10.1 

Keras   >=2.10.0 

Pandas >=2.1.1 
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Numpy   >=1.25.2 

Xarray >=0.20.1 

Scipy >=1.9.3 

 Table 3.2.2 Dependencies for the software used. 
 
Performance test 
To disentangle the skill of the compound loss from the capacity of RA-U, we also implemented two 
other loss functions: a standard MSE, and another composite loss function proposed by Hess and 
Boers (2022), who also developed a UNet model for the bias adjustment of rainfall maps. Therefore, 
we trained three identical RA-U models using the three different loss functions (RA-UMSE, RA-UHess, 
RA-Ucmpd), and evaluated their performance on the test set using the following metrics (all 
considering MSWEP maps as the reference, and all reported as average values on the test set): (1, 
нΣ оύ C{{  ŦƻǊ ǘƘŜ ǘƘǊŜŜ ǇŜǊŎŜƴǘƛƭŜ ǘƘǊŜǎƘƻƭŘǎ v ǳǎŜŘ ƛƴ ǘƘŜ ŎƻƳǇƻǳƴŘ ƭƻǎǎ, (4) MAE, (5) MSE, (6) 
spatial correlation, (7) absolute delta bias (i.e., the absolute value of the difference between total 
rainfall in the model output and the corresponding MSWEP maps), (8) percent delta bias (the same 
as absolute delta bias, but taking the signed percent error instead of the absolute value), (9) the 
distance between the highest peak (i.e., pixel with highest intensity) in the model output and the 
peak in the MSWEP map, and (10) and the Symmetric Mean Absolute Percentage Error (SMAPE), a 
metric based on relative errors, frequently used for forecast evaluation (Hewamalage et al., 2023) 
and corresponding to a modified version of MAPE, which is often used for rainfall forecast 
evaluation (Jolliffe and Stephenson, 2012; Ramos et al., 2021). We use SMAPE to describe by what 
percentage the peaks of ERA5 and RA-U differ from those of MSWEP. However, if an ERA5/RA-UNet 
map had a peak of equal magnitude to that in the corresponding MSWEP image but in a very distant 
location in the map, this metric would be 0, erroneously. To prevent this, we define a new version 
of this metric, nSMAPE, using a neighbourhood approach. For a given MSWEP image, we locate the 
peak of rainfall. Then, in the corresponding ERA5/RA-U image, we draw a box of side n = 3 around 
that pixel (i.e., we select the 9 pixels around and including it), and compute SMAPE within that 
neighbourhood, thus discarding strongly displaced peaks. 
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Figure 3.2.2 Performance metrics averaged on the test set, reported as % improvement over the baseline (i.e., 
ERA5). 

 

As can be seen from Figure 3.2.2 above, our model can greatly improve ERA5 (i.e., reduce its biases) 
over a comprehensive set of metrics, with the exception of nSMAPE (i.e., the magnitude of the peak 
of rainfall), for which it does slightly worse than ERA5. Nevertheless, upon inspecting the results 
further we discovered that our method does improve nSMAPE in 41% of the data, and for the 
remaining 59% it does worse than ERA5 by a margin small enough that we deem acceptable, 
especially in light of the greatly improved other metrics. 
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Figure 3.2.3 Example of the performance of our proposed model compared to ERA5 in the case of a particularly 

wet TC: Cyclone Gamede, from 2007, the second wettest TC in history. 
 

To better understand how our model actually operates, we visualise (see Figure 3.2.3 above) the 
example of Cyclone Gamede, the second wettest TC in history. From this figure the biases of ERA5 
are apparent: it both grossly overestimates the total amount of rainfall, and cannot well localise the 
true peak of rainfall, showing sharp biases in the western portion of the eyewall of the TC. 
Comparatively, the map of our model has much lower overall bias, and crucially does not have any 
area where the bias is sharper than elsewhere, indicating that the peaks of rainfall are more 
correctly localised. 
 

3.2.2. Data augmentation for tropical cyclone intensity estimation 

As for many other natural disasters, the risk associated with a TC is a function of exposure, 
vulnerability, and hazard (Field & Barros, 2014). For TCs, the latter is related, in the literature and 
ƻǇŜǊŀǘƛƻƴŀƭƭȅΣ Ƴŀƛƴƭȅ ǘƻ ŀ ¢/Ωǎ ƳŀȄƛƳǳƳ ǎǳǎǘŀƛƴŜŘ ǿƛƴŘ ǎǇŜed (i.e., the peak wind speed at 10 
metres over a 1- or 10-minute period), which is therefore taken as a measure of its intensity 
(Schmidt et al., 2010; Murnane & Elsner, 2012; Ye et al., 2020).  
 
Unsurprisingly, estimating the intensity of TCs from remote sensing data (i.e., satellite images) was 
an active area of research for decades, reflecting its critical importance in disaster preparedness and 
risk management. Initially, Tropical Cyclone Intensity Estimation (TCIE) relied heavily on subjective 
methods such as the Dvorak technique (Dvorak, 1984) and its variants (Velden et al., 2006; Olander 
et al., 2004), which rely on hand-ŎǊŀŦǘŜŘ ŦŜŀǘǳǊŜǎ ǘƻ ŜǎǘƛƳŀǘŜ ŀ ¢/Ωǎ ƛƴǘŜƴǎƛǘȅ ŦǊƻƳ ŎƭƻǳŘ ǇŀǘǘŜǊƴǎΦ 
However, these traditional approaches suffer from inherent limitations, including human error, 
subjectivity, and the inability to process large volumes of data in real-time (Olander & Velden, 2007; 
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Pradhan et al., 2017). Researchers have recently started adopting advanced computational 
techniques to overcome these challenges. Deep learning algorithmsτmost notably, Convolutional 
Neural Networks (CNNs)τhave demonstrated unparalleled success in automating the analysis of 
complex, high-dimensional data such as satellite images, and are now solidly established as the 
state-of-the-art for TCIE (Pradhan et al., 2017; Chen et al., 2018; Wimmers et al., 2019; Maskey et 
al., 2020; R. Zhang et al., 2019; Wang et al., 2021; C.-J. Zhang et al., 2021a; Zhuo & Tan, 2021; Jiang 
et al., 2023; Zhou et al., 2023). 
 
However, the datasets used for TCIE, which are typically collections of satellite images of TCs, have 
ǘǿƻ ƳŀƧƻǊ ƛǎǎǳŜǎ ǘƻ ǿƘƛŎƘ ŘŜŜǇ ƭŜŀǊƴƛƴƎ ƳƻŘŜƭǎ ŀǊŜ ǎǳǎŎŜǇǘƛōƭŜΥ ǘƘŜȅ ŀǊŜ ǊŜƭŀǘƛǾŜƭȅ ǎƳŀƭƭ όǳǎǳŀƭƭȅ Җ 
40,000 samples), and they are highly imbalanced, with orders of magnitude more samples for weak 
TCs than for intense ones. Together, these issues make it hard for deep learning models to estimate 
the intensity of the strongest TCs, which, given the exponential relationship between wind speed 
and damages (Nordhaus, 2006), are the ones whose wind speeds should most accurately be 
ŜǎǘƛƳŀǘŜŘΦ ¢ƘŜ ŎƭŀǎǎƛŎ ŘŜŜǇ ƭŜŀǊƴƛƴƎ ŀŘǾƛŎŜ ǘƻ άƧǳǎǘ ƎŜǘ ƳƻǊŜ Řŀǘŀέ όDƻƻŘŦŜƭƭƻǿ Ŝǘ ŀƭΦΣ нлмсύ ƛǎ ƴƻǘ 
easily applicable in this case, because reliable historical records of TCs only go as far back as the 
1970s (when TC surveillance programs with satellites became commonplace), and because the most 
intense TCs are exceptionally rare: between 1980 and 2023, there have been only 38 Category 5 TCs 
worldwide, or 0.95% of all TCs in that period (Knapp et al., 2010, 2018). Instead, to mitigate data 
scarcity and imbalance, TCIE researchers often borrow from Computer Vision a family of techniques 
known as data augmentation: transformations (e.g., rotations, cropping, translations, flipping) 
applied to the images in the dataset that create similar, synthetic samples. In theory, any 
transformation can be used as long as it produces images that can be reasonably assumed to have 
come from the same data-generating distribution as the raw images. In other words, they must 
mimic sources of variability naturally found in the data, such as orientation angles. If the 
transformation leads to an image that cannot be assumed to have come from the original data-
generating distribution (i.e., if the transformed samǇƭŜ ƛǎ άƻǳǘ-of-ŘƛǎǘǊƛōǳǘƛƻƴέύΣ ƛǘ ǿƛƭƭ ƘƛƴŘŜǊ ǘƘŜ 
training of the model, as it will teach it to detect spurious variations in the training data that are not 
expected to be found in the test data. Transformations must also be label-invariant, meaning they 
must not cause the label of an image to change. For example, modifying the brightness of a TC image 
ǿƻǳƭŘ ƭƛƪŜƭȅ ƳŀƪŜ ƛǘ ƭƻƻƪ ƭƛƪŜ ŀ ¢/ ƻŦ ŀ ŘƛŦŦŜǊŜƴǘ ƛƴǘŜƴǎƛǘȅ ŎŀǘŜƎƻǊȅ όƻǊ άƭŀōŜƭέύ ŀƴŘ ǎƘƻǳƭŘΣ ǘƘŜǊŜŦƻǊŜΣ 
be avoided. Given that the transformation itself would not provide as output also the new label, a 
domain expert would have to manually label the new image, which would be impractical and time 
consuming. 
 
The way data augmentation techniques have been used in TCIE studies has been largely unexamined 
and potentially problematic. For instance, some authors apply transformations that are not label-
invariant, such as shear (Maskey et al., 2020), or that produce out-of-distribution (OOD) samples, 
such as adding Gaussian noise (C.-J. Zhang et al., 2021a). Furthermore, some authors flip images 
horizontally to generate new samples (Pradhan et al., 2017; Wimmers et al., 2019; C.-J. Zhang et al., 
2021a; Jiang et al., 2023), while others (Chen et al., 2018; Wang et al., 2021) caution against it, as 
horizontally flipping images from the Northern Hemisphere would make them look like images from 
the Southern Hemisphere and vice versa. This argument is valid if the dataset used has samples from 
only one hemisphere (as was the case for Chen et al. (2018)), in which case random flipping would 
produce OOD samples. However, this is not necessarily true if the dataset contains samples from 
both hemispheres. What effect flipping would have in such a scenario has not been measured or 
even discussed. Chen et al. (2018) argue that also randomly translating images would produce OOD 
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samples: raw images in TCIE datasets are centred on the TCs, so randomly translating them would 
de-center them and produce samples that are fundamentally different from the original ones. Yet, 
Wimmers et al. (2019) used translations and achieved performancŜ ŎƻƳǇŀǊŀōƭŜ ǘƻ /ƘŜƴ Ŝǘ ŀƭΦΩǎ 
model that did not. Furthermore, authors typically borrow their data augmentation strategies 
ŘƛǊŜŎǘƭȅ ŦǊƻƳ ǘƘŜ /ƻƳǇǳǘŜǊ ±ƛǎƛƻƴ ƭƛǘŜǊŀǘǳǊŜΣ ǿƘŜǊŜ ǿŜ ŘŜŦƛƴŜ ŀǎ άǎǘǊŀǘŜƎȅέ ǘƘŜ ŎƘƻƛŎŜ ƻŦ Ƙƻǿ ƳǳŎƘ 
augmentation to do, which images to augment, what techniques to use, and what parameters to 
assign to each technique (more on this later). However, even on well-studied Computer Vision 
benchmark datasets, the choice of data augmentation strategy is known to greatly affect the 
performance of deep learning models (Graham, 2014; Alexey et al., 2016), as data augmentation 
techniques are highly sensitive to the task for which they are used. Indeed, the general advice from 
the data augmentation literature is to tailor the augmentation strategy to the specific task and 
domain for which it is used (Ratner et al., 2017; Cubuk et al., 2019; Wu et al., 2020; Yang et al., 
2021). Therefore, there are no guarantees that data augmentation strategies from another field 
would be optimal for TCIE. 
 
It is also unclear how to properly use data augmentation for TCIE to make the datasets less 
imbalanced, or whether this should be done at all. In fact, in most TCIE works, the same amount of 
data augmentation is applied to all images in the dataset, thus maintaining the same relative data 
imbalance (Pradhan et al., 2017; Chen et al., 2018; Maskey et al., 2020; R. Zhang et al., 2019; Jiang 
et al., 2023). Conversely, Wimmers et al. (2019) re-balanced their dataset by doing more 
augmentation for the images of higher-intensity TCs (each image of a Category 5 hurricane was 
augmented 1000 times), reaching a dataset where every Saffir-Simpson category was equally 
represented. Having trained a CNN on this dataset, they found that it still performed much worse 
for Category 5 hurricanes than for any other class. Is there an upper limit, then, to how many times 
images should be augmented for a model to learn effectively from them? Does the choice of 
augmentation techniques matter? Is augmenting all images equally a viable strategy, or should 
augmentation explicitly reduce data imbalance? Our work (under review at the Journal of 
Geophysical Research: Machine Learning and Computation) gives an answer to these important 
questions, using a framework that is flexible enough to be applicable to many different fields and 
tasks, outside the study of TC intensity. 
 
Algorithm description 
Step 1: dataset preparation 
To locate TC centres, and to obtain the ground truth for the intensity of the TCs, we use the best-
track data from the International Best Track Archive for Climate Stewardship (IBTrACS) project 
(version v04r00; https://www.ncdc.noaa.gov/ibtracs/), which has a 3-hourly temporal resolution 
(Knapp et al., 2010). We extract data between 1980 and 2022. For each time step in IBTrACS, we 
extract four variables: the latitude and longitude coordinates of the TC, the time, and the wind 
speed. Given these coordinates, we locate each TC in images from the GridSat-B1 dataset, one of 
the most frequently used satellite products for ML-based TCIE (Chen et al., 2018; Tian et al., 2021; 
Lee et al., 2021; Zhuo & Tan, 2021; Zhou et al., 2023). In total, our dataset consists of 82,336 images 
of tropical cyclones, covering an area of 1000 km x 1000 km. We reserve the last 20% of the data 
for testing (corresponding to the period 2014-2022) and use the remaining 80% to train an off-the-
shelf CNN (described later). We split the data ensuring no image from the same TC appears in both 
sets, and so that the two sets have the same distribution under the Saffir-Simpson scale (see Figure 
3.2.4).  
 



CLINT - CLIMATE INTELLIGENCE 
Extreme events detection, attribution and adaptation 

design using machine learning 
EU H2020 Project Grant #101003876 

 

58 
ML ALGORITHMS FOR  
CLIMATE SCIENCE 

 
Figure 3.2.4 Distribution of our dataset before applying any augmentation. The data are shown binned according 

to the Saffir-Simpson scale (TD = Tropical Disturbance; TS = Tropical Storm). 
 
Step 2: implementing the augmentation functions 
We implemented the following augmentation functions (Figure 3.2.5): identity (just copying the 
image), horizontal and vertical flipping, rotation (by an angle multiple of 90 degrees), translation 
(along either axis, by a number of pixel in the range [-5, 5]), and random erasing, performed by 
masking a vertical or horizontal bar of pixels of width [-5, 5] with random values. Except random 
erasing, all other techniques have been used in the TCIE literature with varying degrees of success. 
We chose to also implement random erasing because we discovered that satellite images 
sometimes present artefacts in the form of random vertical or horizontal bars of noisy pixels; 
therefore, random erasing should enable our model to be invariant to this source of error. 
 
To apply these transformations to our data, we take inspiration from the Randaugment framework 
of Cubuk et al. (2020) and adapt it to our use case. Specifically, before feeding a batch of data to our 
ML model, we apply a random number of augmentations to each image, using randomly selected 
parameters each time. This randomised way of performing data augmentation has two advantages 
over an offline approach: it explores the parameter space more thoroughly, which is beneficial for 
training (Cubuk et al., 2019, 2020), and it does not require storing all the augmented images: they 
are created online at each epoch and deleted from memory immediately after, adding a trivial 
computational cost but saving considerable space on disk. 
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Figure 3.2.5 Visualization of the effect of the six augmentation techniques we implemented, with randomly 

selected parameters. 
 
Step 3: choosing how much to augment 
To determine how much to augment our dataset, we loosely follow a modified version of the Gini 
coefficient, originally defined as a measure of income or wealth inequality within a nation or a social 
group. More broadly speaking, the Gini coefficient measures how well a certain resource is 
distributed, and it can be computed as the integral of the area between the Lorentz curve of a 
distribution and the line of perfect equality (Farris, 2010). For a discrete distribution, the Gini 
coefficient is equal to half the mean absolute difference between classes divided by the total 
frequency of all classes (Dorfman, 1979); it takes values between 0 and 1. In our case, we use the 
Gini coefficient to describe the level of imbalance in our dataset when stratified according to the 
Saffir-Simpson scale. For a perfectly balanced dataset, where each Saffir-Simpson category had the 
same number of samples, G would be 0; for a dataset with samples for only one category, it would 
be 1. Before being augmented, our dataset has G = 0.57, indicating a strong imbalance. To bring G 
closer to 0, we test various amounts of augmentation for the under-sampled categories. Specifically, 
we increase the cardinality of each category by a maximum of M  ɴ{10, 25, 50, 75, 100} times, or 
until the total number of samples in the category has reached an upper bound of 28,628 (the 
frequency of the most populated category, TS). Therefore, the higher-intensity categories, which 
are the least populated and furthest from the upper bound, will receive the most augmentations, 
while the most populated category will receive none. Note that, as explained in the previous section, 
ŀǘ ǘƘƛǎ ǎǘŀƎŜ ǿŜ Řƻ ƴƻǘ ǇŜǊŦƻǊƳ ŀƴȅ ŀǳƎƳŜƴǘŀǘƛƻƴΣ ōǳǘ ǊŀǘƘŜǊ ǿŜ ŦƭŀƎ ƛƳŀƎŜǎ ŀǎ άǘƻ ōŜ ŀǳƎƳŜƴǘŜŘέΦ 
Given that some categories will reach the upper bound of 28,628 before being increased M times, 
ƴƻǘ ŀƭƭ ƛƳŀƎŜǎ ƛƴ ŜŀŎƘ ŎŀǘŜƎƻǊȅ ŀǊŜ ƎǳŀǊŀƴǘŜŜŘ ǘƻ ōŜ ŦƭŀƎƎŜŘ ŀǎ άǘƻ ōŜ ŀǳƎƳŜƴǘŜŘέΣ ǿƘƛƭŜ ƻǘƘŜǊǎ 
will be flagged multiple times. The actual augmentations then happen during the training of the 
modeƭΣ ǿƘŜǊŜōȅ ŜŀŎƘ ƛƳŀƎŜ ŦƭŀƎƎŜŘ ŀǎ άǘƻ ōŜ ŀǳƎƳŜƴǘŜŘέ ǿƛƭƭ ǊŜŎŜƛǾŜ ŀ ŎƻƳǇƭŜǘŜƭȅ ŘƛŦŦŜǊŜƴǘ 
augmentation at each epoch (and therefore will be augmented a number of times equal to the 
number of training epochs, which in our case was 30-50). However, if an image is flagged multiple 
times, it will still receive a unique augmentation during training for each of its flags. Although this 
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process may introduce some selection bias (as the images to be augmented are selected randomly 
and some are not chosen at all), such a bias would be problematic only if the images selected were 
outliers in some way, which we found not to be the case. 
 
Within this framework, we use the Gini coefficient to describe the level of imbalance of the resulting 
datasets. The relationship between M and G is non-linear and depends also on the upper bound we 
set for the cardinality of the categories. Put simply, the higher M is, the more categories are going 
to reach the upper bound, and the lower G will be (because the distribution will become uniform). 
Specifically: 

 For M = 100, G = 0.08 
 For M = 75, G = 0.10 
 For M = 50, G = 0.11 
 For M = 25, G = 0.14 
 For M = 10, G = 0.25 

To further lower G we could also under-sample the over-sampled categories, for example by setting 
an upper bound of 20,000 on the maximum frequency of each category. This would require slightly 
under-sampling the Tropical Disturbance (TD) category (-490 samples) and heavily under-sampling 
the Tropical Storm (TS) category (-8,628 samples). However, the effect on G would be trivial. For M 
= 50, for example, it would lower G by just 0.01. Considering the amount of information that would 
be lost, we ultimately chose not to perform any undersampling. 
 
CƛƴŀƭƭȅΣ ǿŜ ŀƭǎƻ ǘŜǎǘ ǘƘŜ άƴŀƛǾŜέ ŀǳƎƳŜƴǘŀǘƛƻƴ ǎǘǊŀǘŜƎȅ ƻŦ ŀǳƎƳŜƴǘƛƴƎ ŀƭƭ ŎŀǘŜƎƻǊƛŜǎ ƛƴ ǘƘŜ ŘŀǘŀǎŜǘ 
an equal amount M , which we select as the best value of M found in the previous test; however, 
here we do not set an upper bound on the cardinality of the categories, so that the cardinality of 
each category will be increased by exactly M times. Note that this means G remains 0.57, as the 
ŎŀǊŘƛƴŀƭƛǘȅ ƻŦ ǘƘŜ ŎŀǘŜƎƻǊƛŜǎ ǊŜƭŀǘƛǾŜ ǘƻ ŜŀŎƘ ƻǘƘŜǊ ǊŜƳŀƛƴǎ ŎƻƴǎǘŀƴǘΦ ²ƘŜƴ ǘŜǎǘƛƴƎ ǘƘŜ άƴŀƛǾŜέ 
augmentation strategy and the various values of G, we use all augmentations in S as described in 
the previous section. 
 
Step 4: choosing augmentation techniques 
Having established which value of G is best, we seek to identify which augmentation techniques 
work best for TCIE. To do so, we implemented a simple feature selection algorithm called backward 
elimination. We start by recording the performance of the best model found so far, hereafter 
referred to as PS. P denotes here a generic, unitless metric of performance, with higher values 
signifying superior model performance. Let us denote each element (augmentation technique) in S 
with an integer index, such that S Ґ ϑǎлΣ ǎмΣ Φ Φ Φ Σ ǎƴҍмϒΣ ǿƘŜǊŜ ƴ Ґ с ƛǎ ǘƘŜ ǘƻǘŀƭ ƴǳƳōŜǊ ƻŦ ǘŜŎƘƴƛǉǳŜǎ 
in S. We then iteratively remove one augmentation technique si at a time from S and re-train the 
model, which will have some performance PS\{si}; for simplicity of notation, we will refer to this 
ǉǳŀƴǘƛǘȅ ŀǎ t{ҍƛ ƛƴǎǘŜŀŘΦ LŦ t{ҍƛ Ҕ t{ Σ ƛǘ ƳŜŀƴǎ ǊŜƳƻǾƛƴƎ ǘŜŎƘƴƛǉǳŜ ǎƛ ǿŀǎ ōŜƴŜŦƛŎƛŀƭΣ ŀƴŘ ǎƛ ƛǎ ŀŘŘŜŘ 
to a list E of techniques to eliminate (at the start of the algorithm, E = )ɲ. Regardless of the outcome, 
technique si is temporarily re-inserted into S, and the algorithm proceeds to evaluate the next 
technique, si+1. This intentional re-insertion of detrimental techniques is done because it has been 
documented that augmentation techniques have complex interactions with one another (Ratner et 
al., 2017), so we want to ensure that removing one from the set early does not influence how we 
evaluate the others that have not been tested yet. Once all si techniques have been tested, we 
evaluate how many are in E. If E =  ɲor E = S, indicating either no technique or all techniques were 
detrimental, the feature selection algorithm has converged and is stopped. Otherwise, all elements 
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in E are removed from S, and the entire process is repeated until convergence. The reason we repeat 
the process after the first iteration is to test whether removing one or more techniques from S had 
an effect on the remaining ones that changed their usefulness or redundancy within the set. 
 
Step 5: training the ML architecture 
The framework proposed here is flexible and independent of any ML architecture. To test its 
effectiveness, we chose a popular architecture available off-the-shelf: InceptionV3, which we 
downloaded from the Keras Python library without pre-trained weights. 
 
Implementation 
All code was written in Python. The preprocessing of data was done using a combination of 
Pandas, Numpy, and Xarray functions, while the construction and training of the model ML was 
done using Tensorflow and Keras. 

 

Software Libraries Version 

Python 
>=3.7 

Tensorflow >=2.10.1 

Keras   >=2.10.0 

Pandas >=2.1.1 

Numpy   >=1.25.2 

Xarray >=0.20.1 

Scipy >=1.9.3 

 Table 3.2.3 Dependencies for the software used. 
Performance test 
First, our findings indicate that there is both an upper and a lower bound on the amount of 
augmentation that is optimal, and that augmenting each image up to 50 times (corresponding to G 
= 0.11) is the most optimal solution (Figure 3.2.6). In particular, this solution trades off slightly worse 
performance on the weakest TCs in favour of greatly reduced RMSE for the strongest TCs. Given the 
exponential relationship between TC wind speed and expected damages, improving the estimation 
for strong TCs is exponentially more beneficial than for weak ones. 
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Figure 3.2.6 Graphical representation of the results on the most optimal amount of augmentation. Each cell contains 
the average RMSE over all TCs of a given Saffir-Simpson category. Continuous black lines indicate the lowest RMSE for 
each Saffir-Simpson category, while dotted ones indicate the second-lowest. The results for G = 0.08 are omitted from 
this heatmap, as the corresponding values are so out of scale compared to the others that they would hinder visibility. 
 
Second, the feature selection algorithm found that none of the augmentation techniques 
implemented were detrimental when considering the average performance over all TC categories 
όCƛƎǳǊŜ оΦнΦтύΦ IƻǿŜǾŜǊΣ ǘƘŜ ŜŦŦŜŎǘ ƻŦ ƘƻǊƛȊƻƴǘŀƭ ŦƭƛǇǇƛƴƎ ƻƴ ǘƘŜ ƳƻŘŜƭΩǎ ǇŜrformance is complex: it 
reduces the performance for Cat 3-5 TCs and improves it for all others. This is likely because there 
are no Cat 5 TCs in our dataset from the South Hemisphere, and thus flipping images of these TCs is 
likely to confuse the model. Furthermore, we found that random erasing (which we were the first 
to apply to this use case) was highly beneficial, although it did lower the performance for Cat 5 TCs. 
This indicates that there may be fine-grained features in Cat 5 TCs that, if occluded, severely hinder 
the ability of a CNN to correctly estimate the intensity of the cyclone. 
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Figure 3.2.7 Graphical representation of the results of the backward feature selection algorithm, showing how 
ǘƘŜ ƳƻŘŜƭΩǎ ǇŜǊŦƻǊƳŀƴŎŜ όƳŜŀǎǳǊŜŘ Ǿƛŀ wa{9ύ ŎƘŀƴƎŜǎ ŀǎ ŘƛŦŦŜǊŜƴǘ ŀǳƎƳŜƴǘŀǘƛƻƴ ǘŜŎƘƴƛǉǳŜǎ ŀǊŜ ǊŜƳƻǾŜŘ ŦǊƻƳ 
the set S of all techniques implemented in this paper. Each cell contains the average RMSE over all TCs of a given 
Saffir-Simpson category. Continuous black lines indicate the lowest RMSE for each Saffir-Simpson category, while 

dotted ones indicate the second-lowest. 
 

 
Finally, comparing the performance of the most optimal data augmentation strategy found with 
ǘƘŀǘ ƻŦ ǘƘŜ άƴŀƛǾŜέ ŀƴŘ άƴƻ ŀǳƎƳŜƴǘŀǘƛƻƴέ ǎǘǊŀǘŜƎƛŜǎ όCƛƎǳǊŜ оΦнΦуύΣ ǿŜ ǎŜŜ ǘƘŀǘ Řŀǘŀ ŀǳƎƳŜƴǘŀǘƛƻƴ 
is clearly more effective when used as a tool to re-balance datasets, rather than to bloat the size of 
a dataset by augmenting all images uniformly. Indeed, the naive approach seems to be beneficial 
(although by a small margin) simply because it increases the size of the dataset, thus lowering the 
overall error of the model. However, the rarer classes remain just as rare, and thus the model is 
disincentivized to predict them. Conversely, re-ōŀƭŀƴŎƛƴƎ ǘƘŜ ŘŀǘŀǎŜǘ ǊŜƳƻǾŜǎ ǘƘƛǎ άǎƘƻǊǘŎǳǘέ ŀƴŘ 
better enables the model to learn the differences between the images of various categories. 
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Figure 3.2.8 Bias curves for the best augmentation strategy that emerged from our tests and for two benchmark 
augmentation strategies: no augmentation, and the naive strategy of augmenting all images equally. The shaded 

areas represent 95% confidence intervals. The data shown here are binned every 10 knots. 
 
 

3.2.3. Synthetic generation of Extra Tropical Cyclones fields with Generative Adversarial 

Networks 

Description of the problem 
Extra Tropical Cyclones (ETCs) are large, complex systems that strongly affect atmospheric dynamics 

at mid-latitudes, bringing heavy precipitation, strong winds, and storm surges. Such conditions are 

particularly hazardous to coastal regions, where ETCs pose serious risks to communities, 

jeopardising critical infrastructure, production processes, and essential services (Schwierz et al., 

2010; Ulbrich et al., 2009). Over certain regions of North America, northern Europe, and Japan, ETCs 

are responsible for more than 70% to 80% of the total annual precipitation (Hawcroft et al., 2012), 

and for 60-80% of all occurrences of extreme precipitation and wind gusts (Pfahl & Wernli, 2012). 

Moreover, the conditions associated with an ETC can vary greatly: an ETC can bring devastating 

windstorms and torrential rainfall just as well as little rain and mild winds (though extreme 

conditions are more frequent). To capture such heterogeneity, any model that attempts to study or 

simulate ETCs behaviour must have access to large amounts of data. However, the historical records 

of intense ETCs are limited. (Dacre & Pinto, 2020) argue the importance of longer datasets for 

accurately estimating the impacts of rare storm series. (Ulbrich et al., 2009) point out that even in 

recent high-resolution operational analysis the intensity of severe systems may not be adequately 

represented. This may lead to underestimating the occurrences of intense systems in reanalysis. 

Increasing the amount of data relative to ETCs -- particularly of the atmospheric fields related to 
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their extreme conditions -- could thus enable more detailed analyses of these severe weather 

phenomena, with downstream benefits across multiple sectors, including coastal management, 

agricultural production, air and maritime transportation, and risk assessment and management. The 

computer vision literature offers several algorithms for generating synthetic, spatially distributed 

data. One such algorithm, which has gained notoriety in the last few years, is the Generative 

Adversarial Network (GAN), a deep learning algorithm that learns the probability distribution 

underlying a set of training data and samples this distribution to generate new data (Goodfellow et 

al., 2014). GANs have shown promising results in various weather and climate applications, including 

bias correction (Hess et al., 2022; Pan et al., 2021), downscaling (Harris et al., 2022; Leinonen et al., 

2021; Oyama et al., 2023) and weather forecasting and nowcasting (Bihlo, 2021; Liu & Lee, 2020; 

Ravuri et al., 2021; Tian et al., 2020). Furthermore, GANs have been adopted for generative weather 

and climate science modelling tasks. For example, (Besombes et al., 2021) develop a GAN to produce 

realistic weather situations extracted from a general circulation model. Similarly, (Wang & Karimi, 

2023) employ a GAN to create high-resolution precipitation data from a climate model. Compared 

to traditional methods, like statistical models, which generate data based on preset statistical 

distributions, or rule-based methods that rely on predefined rules or formulas, GANs excel in 

generating realistic samples from limited datasets. GANs offer an efficient and scalable approach to 

modelling complex systems by capturing detailed patterns and variability with precision and 

diversity in the generated outputs. Compared to simulation models, GANs have the capability to 

generate a significantly larger volume of data in a considerably shorter time. We address the limited 

availability of intense ETC data by using a GAN to generate synthetic fields of mean sea level 

pressure, wind speed at 10m, and rainfall rate of ETCs in the North Atlantic region.  

 

Algorithm description 
 
Dataset Preparation 

Our study area spans the North Atlantic, specifically from 70°N to 20°S latitude and from 20°E to 

100°W longitude (Figure 3.2.9). This region is essential in the life cycle of ETCs as it encompasses 

their formation, development, movement, weakening, and eventual dissipation. Moreover, it 

includes the northeastern North America and northern Europe, which often bear the brunt of 

landfalling ETCs. We collected all records of intense extratropical storms in this area from the 

Northern Hemisphere Extratropical Cyclone Tracks dataset (Crawford et al., 2021), from 1959 to 

2022. We only included tracks where a cyclone's central pressure dropped to 970 hPa or lower at 

least once. Although there is no universally agreed upon central pressure threshold for classifying a 

cyclone as intense, a pressure of 970 hPa is indicative of a strong storm system (Gulev et al., 2001; 

Vyazilova & Vyazilova, 2012). The filtering process based on the cyclone's central pressure led to the 

identification of 579 ETC tracks. For each time step along the selected tracks, we downloaded the 

following hourly fields from the ERA5 reanalysis dataset (Hersbach et al., 2020) in the study domain, 

with a spatial resolution of 0.25 °: mean sea level pressure, horizontal components of wind at 10 

metres and total precipitation. From the wind components we obtained the wind speed at 10 

metres. We stacked these fields together as colour channels in an RGB image. This enabled our 

network to effectively exploit the intrinsic physical relationships between variables, thereby 

enhancing its ability to model complex atmospheric dynamics. Ultimately, our dataset consists of 
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54,537 snapshots of ETCs, each with a  shape 201 x 481 x 3. We divided the data set into 43,629 

~80\% samples for training, from January 1959 to January 2013, and 10,908 ~20\% for testing, from 

February 2013 to December 2022. The dataset was divided in to two distinct time periods, a decision 

supported by the absence of significant differences in the statistics and variability between the two 

subsets.  

 
Figure 3.2.9 Geographical extension of the domain considered. 

Progressive Growing Generative Adversarial Network 
Generative Adversarial Networks are based on the principle of a two-player zero-sum game, where 
two sub-networks, the generator and the discriminator, engage in adversarial learning (Goodfellow 
et al., 2014). The objective of the generator is to capture and replicate the probability distribution 
of the observational data, thereby learning to generate new, realistic data. More specifically, the 
generator takes as input a vector z randomly sampled from a distribution p(z). This distribution is 
usually a Gaussian and the vector is known as the latent space. This space acted as a source of 
ǊŀƴŘƻƳ ƴƻƛǎŜΦ ¢ƘŜ ǇǳǊǇƻǎŜ ƻŦ ǘƘŜ ƎŜƴŜǊŀǘƻǊ ƛǎ ǘƻ ƭŜŀǊƴ ŀ ŦǳƴŎǘƛƻƴ DόȊΤ ʻόDύύ ǘƘŀǘ ŜŦŦŜŎǘƛǾŜƭȅ 
transforms the unstructured noise vector z into realistic data samples by tuning the network 
ǇŀǊŀƳŜǘŜǊǎ ʻόDύΦ /ƻƴǾŜǊǎŜƭȅΣ ǘƘŜ ƻōƧŜŎǘƛǾŜ ƻŦ ǘƘŜ ŘƛǎŎǊƛƳƛƴŀǘƻǊ ƛǎ ǘƻ ŘƛǎǘƛƴƎǳƛǎƘ ōŜǘǿŜŜƴ ǊŜŀƭ ŀƴŘ 
synthetic data produced by the generator (Goodfellow et al., 2014). The training of GANs involves 
both finding the discriminator's parameters maximising its classification accuracy and finding the 
generator's parameters maximally confusing the discriminator. The cost of training is evaluated 
using a value function that depends on both sub-networks. The cost function comprises two cost 
terms associated with the generator and the discriminator (Goodfellow et al., 2014). This 
optimization process is a minimax optimization problem, aimed at convergence at a global saddle 
point, which represents a minimum for the generator and a maximum for the discriminator.  
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Figure 3.2.10 Geographical extension of the domain considered Learning Process of a GAN. The generator inputs 

random noise vectors z and outputs synthetic data samples. The discriminator evaluates each sample -- whether real 

or synthetic -- and classifies it as Real or Fake. During each training iteration on a batch, the gradients of the two sub-

networks are sequentially optimised. First, the gradients of the discriminator are updated, followed by those of the 

generator.  

GANs are susceptible to two main issues: mode collapse and training instability. Mode collapse 
refers to a situation in which the generator starts producing a limited variety of outputs, often very 
similar or even identical to each other, regardless of the variation in input noise p(z). This occurs 
when the generator discovers and exploits certain weaknesses in the discriminator, leading to a lack 
of diversity in the generated samples. Training instability refers to a difficulty achieving Nash 
equilibrium, often due to problems such as vanishing gradients and slow training (Weng, 2019). 
Traditional divergence-based loss functions, commonly used in GAN training, contribute to these 
issues due to their potential lack of continuity with respect to the generator's parameters. To 
address these issues, (Arjovsky et al., 2017) proposed using the Wasserstein metric (also known as 
the earth-mover distance) as the loss function for GANs, leading to what they called the 
Wasserstein-GAN (WGAN). The Wasserstein metric quantifies the lowest energy cost required to 
transform one probability distribution into another. Thus, in a WGAN the discriminator takes the 
role of a critic who evaluates the distance between the real and generated data distributions. To 
further mitigate training instability and mode collapse, (Karras et al., 2018) proposed a training 
methodology known as progressive growing. This technique involves gradually expanding the size 
and complexity of both the generator and discriminator networks during the training. The training 
begins with low-resolution images, and as it progresses, the resolution of the inputs is increased, 
and new blocks of convolutional layers are added to both networks. This technique was found to 
speed up the training and significantly improve its stability (Karras et al., 2018). Furthermore, it 
facilitates the discovery of large-scale structures within the image distribution before transitioning 
to finer-scale details, a strategy that is more effective than attempting to learn all scales at once. 
This aspect is particularly beneficial for atmospheric data analysis, given the variety of patterns and 
processes that occur at different spatial scales. We used the model proposed by (Karras et al., 2018) 
as the starting point for our study. However, we observed that the atmospheric fields it generated 
were blurry and had artefacts (in the form of bands of constant values) at certain latitudes and 
longitudes. To rectify these errors, we used the Cramér distance (Rizzo & Székely, 2016) as a loss 
function instead of the Wasserstein distance. Given two probability distributions P and Q over ᴘ, 
with cumulative distribution functions Ὂ and Ὂ, the Cramér distance between P and Q is defined 

as:  
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ὰὖȟὗȡ Ὂײ ὼ Ὂ ὼ Ὠὼ 

The main advantage of Cramér distance over Wasserstein distance is that it has unbiased sample 
gradients. A divergence that features unbiased sample gradients ensures that, for all distributions P 
and any sample size m, the expected gradient of the sample loss equals the gradient of the true loss 
(Bellemare et al., 2017). This property ensures that distribution of the expected sample loss is true. 
On the contrary, a loss function without this property could lead to challenges with a stochastic 
gradient descent method, either being non-convergent or converging to an incorrect minimum 
(Bellemare et al., 2017). To train the network, named Progressive Growing GAN (PG-GAN) by (Karras 
et al., 2018), we initially interpolated the dataset onto a 64x64 grid, a format conducive to the 
progressive growing technique, which doubles the resolution at each stage. We structured the 
training of the network into five growth phases, incrementally increasing the resolutions following 
a power law of 2. We used Adam optimizer with an initial learning rate of 0.0001, ɓ1=0.0, and 
ɓ2=0.99 (Kingma & Ba, 2017). The dimension of z, which is the noise vector input of the generator, 
was set to 256. The other hyperparameters of the network are detailed in Table 3.2.4. We trained 
the network on an Apple M1 Max for 165 epochs. 
 

Growth Phase 1 2 3 4 5 

Resolution 4x4 8x8 16x16 32x32 64x64 

Batch size 96 96 96 48 48 

Number of 
epochs 

15 30 30 45 45 

Table 3.2.4 PG-GAN training hyperparameters. 
 

Evaluation 
To verify the performance of the PG-GAN and understand its ability to generate new examples with 
characteristics similar to the original ones, we considered three subsets of data. Two subsets were 
extracted from the training dataset and the test dataset, the other one was generated by the 
network. Due to the large memory size of the original dataset and test set, it would be extremely 
difficult to perform the evaluation by considering all examples simultaneously. To overcome this 
problem, we split the test dataset into five folds/subsets using cross-validation. We then randomly 
extracted an equal number of examples from the training dataset for each test subset, resulting in 
five training subsets. To obtain the generated subsets, the network generated five distinct sets of 
equal dimensions. Each sample generated by the network is a three-dimensional array of shape 
64x64x3 that is subsequently extrapolated to the original 201x481x3 dimensions of the samples in 
the dataset (the extrapolation is performed using a bicubic interpolation method). By adopting this 
cross-validation procedure, we aim to minimise the selection bias that arises when choosing a 
subset from the training or test set. Simultaneously, we limit the number of folds to ensure the 
results remain manageable and easier to interpret. 
The comparison between generated and training samples provides insights into the network's 
overall performance and ability to replicate the training data distribution faithfully. Conversely, 
comparing the test and training samples serves as a benchmark, allowing us to gauge the network's 
generative capabilities in relation to an independent test dataset, thus offering a valuable reference 
point for performance assessment. 
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As the first step in our analysis, we qualitatively assess two random examples generated by the 
network, to determine the network's ability to accurately represent complex atmospheric 
structures. This approach allows us to visually inspect synthetic outputs for realism and adherence 
to atmospheric behaviors. Additionally, to evaluate the quality of the generated data with respect 
to the original data, we computed two metrics assessing the realism of the GAN synthetic data based 
on the differences in the power spectra. These metrics are the log spectral distance (LSD), as defined 
by (Leinonen et al., 2021), and the power spectral density error (PSD), as defined by (Brochet et al., 
нлноύΦ ¢ƻ ŜǾŀƭǳŀǘŜ ǘƘŜ ƴŜǘǿƻǊƪΩǎ ŀōƛƭƛǘȅ ǘƻ ǊŜǇǊƻŘǳŎŜ ŀ ŘƛǾŜǊǎƛǘȅ ƛƴ ǘƘŜ ƎŜƴŜǊŀted samples similar 
to that of the training data, we performed an analysis on the quantiles of the three variables. This 
involved comparing the average quantile curves and examining the correlation between quantiles 
for each point in the domain. The average quantile curves help us determine if the generator meets 
the general trend of the values distribution. The maps of quantiles correlation offer a more detailed 
perspective on how closely the network's output matches the original data distribution at each 
point.  
 
Implementation 
The algorithm was fully developed in the Python language. For the implementation of PG-GAN we 
used tensorflow and keras libraries. For data processing we used pandas, numpy and xarray. To 
resize the examples we used scipy. To split the data in training and test set and to create subsets for 
evaluation using k-fold cross validation we used scikit-learn. To plot the data we used matplotlib 
and cartopy. The detailed dependencies of the algorithm are shown in Table 3.2.5. 
 

Software Libraries Version 

Python 
>=3.7 

 

Tensorflow >=2.15.0 

Keras   >=2.15.0 

Pandas >=2.2.0 

Numpy   >=1.26.4 

Xarray >=2023.11.0 

Scipy >=1.11.4 

Scikit-learn   >=1.4.0 

Matplolib >=3.8.3 

 Cartopy >=0.22.0 

Table 3.2.5 Dependency information of the PG-GAN algorithm. 
 

Performance test 
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Although we conducted the analysis on five different folds, we report only the figures for the first 
fold here to avoid repetition and streamline the discussion. The figures were very similar across all 
folds.  
In Figure 3.2.11 and Figure 3.2.12 we present two examples generated by our network. The map in 
Fig. 3.2.11 displays a cyclone located in the southern region of the domain, with a secondary low-
pressure system more to the west. Figure 3.2.12 illustrates an intense and large storm located in 
the central region of the domain. The superimposition of pressure and wind speed data in these 
examples emphasizes a key atmospheric dynamic: the correlation between the pressure gradients 
and wind speed. This is clearly represented by the model outputs, as areas with closely spaced 
isobars correspond to regions with higher wind speeds. In addition, the highest wind speeds are 
observed around the centers of the cyclones, aligning with known meteorological patterns. In high-
pressure areas, the pressure gradient is generally less steep compared to low-pressure systems, 
which is a classic characteristic of atmospheric dynamics. Also, both cyclones present associated 
rainfall systems around the centers of the two systems. 
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Figure 3.2.11 An example generated by the PG-GAN. (a) mean sea level pressure, (b) 10m wind speed, (c) rainfall 
rate. The color gradient on each map indicates the values of the specific atmospheric variable, while overlaid 

contour lines represent pressure isobars. 
 

 
Figure 3.2.12 An example generated by the PG-GAN. (a) mean sea level pressure, (b) 10m wind speed, (c) rainfall 

rate. The color gradient on each map indicates the values of the specific atmospheric variable, while overlaid 
contour lines represent pressure isobars. 

 
Table 3.2.6 reports the PSD and LSD metrics used to assess the realism of the fields generated by 
the network. Comparing the metrics between the generated samples and the training samples to 
those between the training samples and the test samples highlights the network's generally better 
performance in generating realistic mean sea level pressure fields. The values for both metrics are 
very close across all folds. However, for wind speed and rainfall rate, the values indicate a larger 
difference, with the generated samples showing a gap in the realism of the fields. This is likely due 
to the more complex spatial distribution of these two variables, particularly for rainfall rate. The 
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network struggles to generate rainfall systems with highly realistic patterns and locations. However, 
as observed from the generated examples, they still retain a significant amount of realistic 
information. Additionally, the values of these two power spectral errors are within a few decibels, 
which is generally considered to indicate good quality (Brochet et al., 2023). 
 

Variable Fold PSD [dB] LSD [dB] 

Gen-Train Test-Train Gen-Train Test-Train 

Mean sea 
level 

pressure 

1 2.532 0.144 10.647 8.342 

2 2.498 0.103 10.387 8.301 

3 2.497 0.111 10.247 8.356 

4 2.480 0.118 10.512 8.289 

5 2.479 0.164 10.404 8.360 

Mean ± Std 2.497±0.021 0.128±0.025 10.439±0.149 8.329±0.033 

Wind Speed 

1 21.071 0.140 22.638 7.756 

2 21.121 0.135 22.793 7.748 

3 21.066 0.134 22.726 7.752 

4 21.043 0.132 22.632 7.752 

5 21.140 0.134 22.782 7.752 

Mean ± Std 21.088±0.040 0.135±0.003 22.714±0.076 7.752±0.003 

Rainfall Rate 

1 27.246 0.170 31.191 8.584 

2 28.060 0.171 31.243 8.617 

3 26.842 0.223 31.150 8.573 

4 27.258 0.169 31.193 8.572 

5 27.183 0.188 31.168 8.574 

Mean ± Std 27.318±0.448 0.184±0.023 31.189±0.035 8.584±0.019 

Table 3.2.6 Power spectral density error (PSD) and log spectral density error (LSD) for mean sea level pressure, 
wind speed, and rainfall rate. The metrics are computed between the generated samples and the training 
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samples, as well as between the training samples and the test samples. Values are reported for each fold, with 
the mean and standard deviation calculated across the folds. Lower values indicate better performance. 

 
Figures 3.2.13, 3.2.14, and 3.2.15 display the average quantiles for mean sea level pressure, wind 
speed, and rainfall rate. One plot shows the entire quantile curve, while the other two plots focus 
on extreme values, displaying the quantile curve below the 10th percentile and above the 90th 
percentile. In general terms, we observe that the quantile curves of the three variables for the 
generated samples closely match those of the training and test samples, including the spread from 
the average quantile values. Focusing on the lower values of the average quantile curves, we 
observe that in the generated samples the values are higher for most of the curve below the 10th 
percentile. This is particularly evident for mean sea level pressure, where the extreme low values 
are not matched in the generated samples. A similar pattern is seen for wind speed, though with a 
much smaller magnitude. Regarding rainfall rate, the spread of values is much higher, a behaviour 
caused by the distribution of rainfall, which is heavily skewed towards values close to zero, making 
it more complicated to learn for the algorithm. Examining the higher values of the average quantile 
curves, we find a strong match for wind speed, both in terms of average values and spread. In the 
case of rainfall rate, there is an underestimation of average values in the higher percentiles, 
accompanied by a significantly greater spread. For mean sea level pressure, the higher percentiles 
display a different curve shape, with greater values for most quantiles but lower values for the very 
highest ones. The average quantile curves indicate that the network approximates the value 
distributions well for most variables, but has lower performances representing the tails, except for 
wind speed. 

 
Figure 3.2.13 Average quantiles curve of mean sea level pressure for generated, training, and test sample. (a) 
shows the entire quantile curve, (b) focuses on the quantiles below the 10th percentile, and (c) focuses on the 

quantiles above the 90th percentile.  

 
Figure 3.2.14 Average quantiles curve of wind speed for generated, training, and test sample. (a) shows the 

entire quantile curve, (b) focuses on the quantiles below the 10th percentile, and (c) focuses on the quantiles 
above the 90th percentile.  
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Figure 3.2.15 Average quantiles curve of rainfall rate for generated, training, and test sample. (a) shows the 

entire quantile curve, (b) focuses on the quantiles below the 10th percentile, and (c) focuses on the quantiles 
above the 90th percentile.  

 

Figures 3.2.16, 3.2.17, and 3.2.18 display the correlation maps between the quantiles for each point 
in the domain for the three variables. These correlation maps help us understand the network's 
effectiveness in representing the value distributions of the three variables across the domain. As 
indicated by the average quantile curves, the network generally reproduces the value distributions 
across the domain effectively. The maps reveal a high degree of correlation per grid point between 
the quantiles of the generated samples and the training samples, showing a similar spatial 
distribution of correlation as seen between the test samples and the training samples. Focusing on 
mean sea level pressure (Fig. 3.2.16), we observe a decrease in correlation, particularly in the 
southwestern regions of the domain. In these areas, the network has more difficulty matching the 
training sample's quantiles. This behaviour is likely due to the high variability in these regions, where 
most ETCs form and tropical cyclones undergo extratropical transition. The succession of low-
pressure systems and the general high-pressure regime in subtropical regions reduce the network's 
performance in accurately learning the mean sea level pressure distribution. In contrast, for wind 
speed (Fig. 3.2.17) and rainfall rate (Fig. 3.2.18), we observe a higher degree of correlation across 
the entire domain. However, there are regions with lower correlation: the Alps and the coastal area 
of the Gulf of Mexico for wind speed, and the Sahara Desert for rainfall rate. Like mean sea level 
pressure, the regions with lower wind speed correlation are likely more challenging for the network 
to model due to the higher variability in values. In the Gulf of Mexico, the variability is driven by the 
alternation between higher winds generated by cyclone storms and calmer conditions associated 
with subtropical regions. For the Alps, the variability is due to the region's complex orography. In 
the Sahara Desert, we believe that the low correlation is due to the very low rainfall values in the 
region, which create a noisy signal in the quantiles for each grid point. These low correlations are 
also evident in the comparison between training and test samples. 
Conclusion/summary 
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Figure 3.2.16 Maps of pointwise quantiles correlation for mean sea level pressure between (a) generated sample 
and training sample, and (b) between training sample and test sample.  

 
Figure 3.2.17 Maps of pointwise quantiles correlation for wind speed between (a) generated sample and training 

sample, and (b) between training sample and test sample.  

 
Figure 3.2.18 Maps of pointwise quantiles correlation for rainfall rate between (a) generated sample and training 

sample, and (b) between training sample and test sample. 

 

3.2.4. Machine Learning to improve Tropical Cyclone Genesis Potential Indices 

Description of the problem 
Over the past few decades, advancements in Numerical Weather Prediction models, coupled with 

the availability of high-quality observational data from past events, have increased the accuracy of 

short-term forecasts of TC tracks and intensities (Robertson et al., 2020). However, this 

improvement has not yet been mirrored in long-term climate predictions and projections. This can 

be attributed to the substantial computational resources required to run high-resolution climate 

models with numerous ensemble members over long periods. Due to limited computing power, 

global climate model ensembles have been run at horizontal resolutions of approximately 100 km, 

which is insufficient for accurately representing tropical cyclones (Gallo et al., 2019). Additionally, 

significant gaps remain in the understanding of controlling factors and physical mechanisms 

contributing to Tropical Cyclogenesis (TCG) that need to be addressed (Rajasree et al., 2023). To 

overcome these challenges and the lack of high-resolution models, the study of future TC 

occurrences has been addressed by developing a different approach: numerical indices. These 

indices, known as Genesis Potential Indices (GPIs), correlate the likelihood of TCG with large-scale 

environmental factors that play a key role in their formation. GPIs are generally constructed as a 

product of atmospheric and oceanic variables accounting both for dynamic and thermodynamic 

processes. The variables are combined with coefficients and exponents numerically determined 

from statistical fits of observations and reanalysis fields. A first example of GPI is defined in (Gray, 

1979), while the GPI defined in (Emanuel & Nolan, 2004) is one of the most used and studied index 

in literature (Camargo, Emanuel, et al., 2007; Camargo et al., 2014; Camargo, Sobel, et al., 2007; 

Menkes et al., 2012; Tippett et al., 2011; Wang & Murakami, 2020; Yu et al., 2018). GPIs have been 
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widely applied to investigate the relationship between climate patterns and TC occurrences. They 

have shown successful performances in reproducing the spatial pattern and seasonal cycle of 

observed TCs (Menkes et al., 2012), but also in reproducing the modulation of TCG by ENSO and 

MJO (Camargo, Emanuel, et al., 2007; Camargo et al., 2009; Patricola et al., 2014). However, 

considering interannual variability and trends of future cyclone activities, the indices show a low 

skill in reproducing the occurrence of TC (Menkes et al., 2012; Yu et al., 2018), especially when 

calculating the indices on simulations data obtained from climate models (Cavicchia et al., 2023). 

Considering future scenarios, these indices can not explain the trend of decreasing TCs occurrences 

detected in climate projections (Camargo et al., 2014). To address these shortcomings, improved 

versions of the indices have been proposed, like the one developed by (Ascenso et al., 2023) which 

introduces a framework to optimise the GPIs formulation according to a trade-off between two 

performance metrics: spatial correlation and temporal correlation. 

In this work, we propose to improve the detection of TCs occurrences with respect to interannual 

variability and future trends by abandoning the more classical numerical formulation of indices and 

replacing them with a ML algorithm. 

 

Algorithm description 
The task of our algorithm is to predict monthly maps of TCs formation likelihood taking the spatial 
fields of a group of atmospheric and ocean variables as inputs. The inputs are the same as for the 
Emanuel and Nolan GPI. The Emanuel and Nolan GPI takes the following form: 
 

ὉὔὋὖὍρ πȢρὠ  ȟ

ὙὌ

υπ

ὓὖὍ

χπ
ȿρπ– ȿȾ 

 
Where ὠ  ȟ  is the magnitude of the vertical wind shear between 850 and 200 hPa ( άί ); 

ὙὌ  is the relative humidity at 700 hPa (in %); –  is the absolute vorticity at 850 hPa ( ί ); and 
MPI is the theoretical maximum intensity a TC is expected to reach. MPI, which was formulated by 
(K. A. Emanuel, 1995) and later modified by (Bister & Emanuel, 1998), is defined as: 
 

ὓὖὍ
ὅ

ὅ

Ὕ Ὕ

Ὕ
Ὤᶻ Ὤᶻ 

 
where ὅ  and ὅ  are the surface enthalpy and momentum exchange coefficients; Ὕ is the sea 
surface temperature (in ὑ);  Ὕ is the outflow temperature (in ὑ); and Ὤᶻ and Ὤᶻ are the saturation 
moist static energies on the sea surface and of the free atmosphere respectively. 
The algorithm is developed by addressing the two features of the task: the spatial distribution of the 
occurrences and the prediction of the number of occurrences. To predict the number of occurrences 
per month we structured the problem as a regression task, adopting a Convolutional Neural 
Network (CNN) as a predictor that takes the spatial maps as input. To redistribute the CNN 
prediction in space and obtain maps of the TCs formation likelihood we built a process of multiple 
random guesses conditioned on the frequency maps of cyclogenesis per month.  
 
Dataset preparation 

As a source of observed TCG we utilised the best-track data from the International Best track Archive 

for Climate Stewardship (IBTrACS) project (Knapp et al., 2010), at a temporal resolution of 3h, from 
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1980 to 2021. To define TCG we considered the first time step in IBTrACS when a TC reached an 

intensity of 35 kt (in terms of maximum sustained wind speed). We counted all TCG events and 

aggregated the number of events per month and per grid point on a global 2.5°x2.5° 

latitude/longitude grid to create monthly maps of observed TCGs. 

The ERA5 reanalysis dataset (Hersbach et al., 2020) was used as the source for the inputs of our 

algorithm. We downloaded the monthly averaged data, interpolated on a global 2.5°x2.5° 

latitude/longitude grid, over the 1980-2021 period. The downloaded data contain the atmospheric 

and ocean variables from which we compute the four inputs (the same as in the ENGPI formula). 

The horizontal wind components at 850 hPa and 200 hPa are used to obtain the vertical wind shear. 

The relative vorticity at 850 hPa is used to obtain the absolute vorticity. We computed the MPI from 

the mean sea level pressure, the sea surface temperature and the specific humidity and 

temperature profiles using the Python library pyPI (Gilford, 2021). 

 

Machine Learning model for regression 

The ML model adopted for the prediction of the number of cyclone occurrences per month is a 

Convolutional Neural Network (CNN) (LeCun et al., 1989), which is a specialised type of neural 

network for processing data that has a known grid-like topology. The main characteristic of this 

network is to employ a convolution operation in at least one of the layers of the network 

(Goodfellow et al., 2016). The layer performing the convolution operation is called convolutional 

layer. We developed our CNN to perform a regression task: having the same inputs as of the 

Emanuel and Nolan GPI the model estimates the number of TCG for that month. 

Figure 3.2.19 Sub-basin domains extension. 

We trained a CNN to work on global tropic domain (40°S-40°N), but also specific CNNs for each 

tropical sub-basin experiencing cyclone activity: Norteast Pacific, Northwest Pacific, North Atlantic, 

North Indian, South Indian, and South Pacific. The domain boundaries of the sub-basins are defined 

following (Fudeyasu, 2014) and shown in Figure 3.2.19. 

 

For each CNN, we prepared the dataset using an ~80%-20% training-test split. The number of 

examples in each set varies according to the basin considered, depending on the number of months 

included in the cyclone season for each specific basin. For the global domain, we considered all 12 

months of the year. For the Northern Hemisphere, we considered the period from May to December 

(8 months), and for the Southern Hemisphere, from November to May (7 months) (Gualdi et al., 

2008). Table 3.2.5 summarises the number of examples for each domain. We split the data by 

keeping the months of the same year in the same set. 
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Region N examples in training 

set 

N examples in test set 

Global 408 84 

Northern Hemisphere 272 56 

Southern Hemisphere 236 49 

Table 3.2.7 Number of examples per set per basin. 

The inputs to the CNN must have a square or rectangular shape. The Northeast Pacific and North 

Atlantic have overlapping regions when considering the rectangular boundaries of their domains. 

To prevent the networks for the two basins from including grid points outside their respective 

regions when estimating the number of TC occurrences, we created two masks for the data of the 

overlapping grid points. The masks set the values of the inputs in the overlapping regions to Nan 

and the values of TCG to 0, ensuring that genesis events from other basins are not considered. These 

masks are defined by two segmented lines. The line for masking the North Atlantic grid points from 

the Northeast Pacific domain has coordinates of (40°N, 110°W), (20°N, 97°W), (12.5°N, 80°W), and 

(12.5°N, 75°W). The line for masking the Northeast Pacific grid points from the North Atlantic 

domain has coordinates at (18°N, 100°W), (15°N, 92°W), (8°N, 85°W), (7°N, 83°W), (7°N, 77°W), and 

(0°, 77°W). 

 

To train the networks, we prepared the input data by normalising each variable using min-max 

normalisation. The minimum and maximum values are determined across the entire dataset within 

the specific basin's domain. The masked values, initially set to NaN, were replaced with -0.1 for 

training purposes. The training targets are the total sum of the TCG events for each month. 

To determine the architecture of each CNN and the corresponding hyperparameters for training we 

ǳǎŜŘ YŜǊŀǎ¢ǳƴŜǊΣ ŀƴ ƻǇǘƛƳƛȊŀǘƛƻƴ ŦǊŀƳŜǿƻǊƪ ŦƻǊ ƘȅǇŜǊǇŀǊŀƳŜǘŜǊ ǎŜŀǊŎƘ όhΩaŀƭƭŜȅ Ŝǘ ŀƭΦΣ нлмфύΦ ²Ŝ 

set the KerasTuner to continue the research of optimal hyperparameters until the validation loss is 

not improved for 5 consecutive iterations over the training set. The general structure of the CNN to 

be optimised consists of n convolutional layers followed by a max pooling layer with a pool size of 

2, and a densely connected layer with m units. The values of m and n are determined using 

hyperparameter optimization. For all the CNNs we adopted a batch size of 16. As the loss function, 

we used either the mean absolute error (MAE) or the mean squared error (MSE); the metric not 

selected as the loss function was used as the validation metric. We trained our models using the 

Adam optimizer (Kingma & Ba, 2017), with ɓ1=0.9 and ɓ2=0.999, for 100 epochs on an Apple M1 

Max. The hyperparameters of each network are summarized in Table 3.2.8. 
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Basin Network 

Layers 

N of conv 

filters 

Filter size Dense 

units 

Loss 

function 

Learning rate 

Global Conv2D 8 3 - MAE 0.001 

Dense - - 16 

North 

Atlantic 

Conv2D_1 24 7 - MAE 0.0001 

Conv2D_2 32 2 - 

Conv2D_3 28 1 - 

Dense - - 128 

Northeast 

Pacific 

Conv2D 12 2 - MSE 0.01 

Dense - - 116 

Northwest 

Pacific 

Conv2D 8 3 - MAE 0.001 

Dense - - 16 

North Indian Conv2D_1 60 1 - MSE 0.001 

Conv2D_2 24 6 - 

Conv2D_3 24 1 - 

Conv2D_4 48 7 - 

Dense - - 28 

South Indian Conv2D 8 3 - MAE 0.001 

Dense - - 16 

South Pacific Conv2D 60 7 - MAE 0.001 

Dense - - 124 



CLINT - CLIMATE INTELLIGENCE 
Extreme events detection, attribution and adaptation 

design using machine learning 
EU H2020 Project Grant #101003876 

 

80 
ML ALGORITHMS FOR  
CLIMATE SCIENCE 

Table 3.2.8 Architecture and training hyperparameters for each CNN associated to a specific sub-basin. 

Conditioned multi-random guess redistribution 

To redistribute the CNN models' predictions of monthly TCG estimates, we developed a technique 

based on the frequency maps of TC occurrences computed for each month and basin. The frequency 

maps are computed from the dataset of observed TCG maps by summing all the events per grid 

point for each month and dividing them by the total number of events that occurred in that specific 

month. The frequency maps are calculated both on the global scale and for each sub basin. 

With the monthly frequency maps, we can redistribute the estimates of TC occurrences predicted 

by the CNN models. The procedure follows the following steps. For each CNN prediction, we 

randomly select a grid point within the domain to assign each TCG event, conditioning the selection 

on the frequency map of the month. Rather than choosing a single random discrete location, we 

perform multiple random selections for each event to generate a map of likelihood. The resulting 

map is then divided by the number of selections made, yielding a distribution that represents the 

likelihood of TCG occurrences across the domain. The optimal number of choices is determined 

during training by maximising both the spatial and temporal correlations with respect to the 

observations. However, to prevent the results from merely replicating the frequency map, the 

maximum number of choices is capped at 100 (the value was chosen heuristically). This constraint 

ensures a balance between achieving a high correlation with the observed data and maintaining the 

distinctiveness of the model's predictions. 

 

Implementation 
The algorithm was developed in the Python language. For the implementation of CNNs we used 
tensorflow and keras libraries. For data processing and to compute the frequency maps of cyclone 
occurrences we used xarray. To derive the MPI we used the pyPI package (Gilford, 2021). For the 
multi-random guesses procedure we used numpy. The detailed dependencies of the algorithms are 
presented in Table 3.2.9. 
 
 

Software Libraries Version 

Python 
>=3.7 

 

Tensorflow >=2.15.0 

Keras   >=2.15.0 

Pandas >=2.2.0 

Numpy   >=1.26.4 

Xarray >=2023.11.0 

Scipy >=1.11.4 



CLINT - CLIMATE INTELLIGENCE 
Extreme events detection, attribution and adaptation 

design using machine learning 
EU H2020 Project Grant #101003876 

 

81 
ML ALGORITHMS FOR  
CLIMATE SCIENCE 

Scikit-learn   >=1.4.0 

Matplolib >=3.8.3 

 Cartopy >=0.22.0 

 pyPI >=1.3.5 

Table 3.2.9 Dependency information of the AI-GPI algorithm. 
 

3.3 Machine Learning for Heatwaves 

3.3.1. Autoencoder for Heatwave reconstruction 

Description of the problem 
The Analogue Method (AM) is a classical, statistical downscaling technique and field reconstruction 
that predicts local meteorological variables based on large-scale, often synoptic, predictors (Zorita 
& Von Storch 1999). The AM was widely used in meteorology and climatology-related problems, 
including precipitation prediction and downscaling (Wetterhal et al. 2005), (Horton et al. 2012), 
(Daoud et al. 2016), (Horton 2022), solar radiation and wind speed forecasting (Alessandrini et al. 
2015), (Vanvyve et al. 2015), (Zhang et al. 2018), visibility and fog formation prediction (Alaoui et al. 
2022), air quality forecasting (Delle Monache et al. 2020), extreme events prediction (Alessandrini 
et al. 2018), (Jia et al. 2022), soil moisture estimation (Van den Dool et al. 2003) or Palaeoclimatology 
(Salcedo-Sanz et al. 2019), (Sun et al. 2022). It is a K-nearest neighbours method based on the 
principle that two similar large-scale atmosphere states lead to similar local effects (Zorita & Von 
Storch 1999). More specifically, two states of the atmosphere are considered as ''analogues'', when 
there is a resemblance between them in terms of an analogy criterion and objective variables. Thus, 
the AM consists of searching for a certain number of past situations in a meteorological archive in 
such a way that they present similar properties, to those of a target situation, for any chosen 
predictors or variables. For an event of interest  ὣ, we can define the Analogue Search as a Euclidean 
distance: 

άὭὲ ώ ώȟ ȟ 

with Ὧ grid points, ώ the value of the Ὥ-th grid point of the eveny of interest, ώȟ the value of the Ὥ-

th grid point at the time ὸ. 
 
As stated, the AM is commonly employed for event reconstruction, and the comparison of 
reconstruction for 2 different periods (or epochs) is well-known as a valid procedure for the 
attribution task (Ren et al. 2020). We aim to enhance the method using Deep Learning (DL) 
architectures such as Autoencoders (AEs). Specifically, we focus on enhancing the Heatwaves (HWs) 
reconstructions and with that, HWs attribution, testing it on case studies (see Performance test 
section).  
 
We employed one of the widely used HW indices (see Table 7 of DL3.1 on EE Detection) for the 
definition of a HW: 3 or more consecutive days with maximum temperature (Tmax) exceeding a 
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given threshold. The threshold is fixed as the 90th percentile of the daily maximum temperature in 
the reference period 1981-2010, centred on a 31-day window. Therefore, the threshold of a d day 
is Ὠ ὖ ὃ  , with 

ὃ ᷾ ᷾ Ὕȟ 

where Ὕȟ  is the daily Tmax of the i day of y year. 

Finally, we need to define the domain of the target and the driver.  Let Ὂ Xȟὸ  be a given spatio-
temporal field of the driver/predictor atmospheric variable (usually SLP), where X stands for a two-

dimensional grid, occurring at  ὸ time, in which  ρ Ὥ ὓ, where  ὓ is the maximum number of 
events in the database. Let Ὂᶻ X*ȟὸz  be the field of the interest/target atmospheric variable 
(usually Tmax), defined on a subgrid X*Ṓ X and a specific time ὸz . The X region is the search region 
of the AM, while X* is the reconstruction region. Figure 3.3.1 shows an example of the selected case 
studies (see Performance test section). 

 

Figure 3.3.1 Example of search and reconstruction regions defined to analyze the 2003 Heatwave over  France . 
 
Algorithm description 
The algorithm is divided into two separate steps:  
 

- Step 1: Preprocessing 
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This step is focused on preprocessing the input driver variable to reduce dimensionality, denoise 
information, and enhance the similarity between types of events (extreme and non-extreme 
events). Different DL architectures can be used, and the package itself allows this (see the 
Implementation section). 
 
For this algorithm the architecture employed for the preprocessing step is an Autoencoder 
(Goodfellow et al. 2016). The AE is composed of two parts: an encoder and decoder. The 
intermediate representation (Z) is called the latent space (or coded space). The decoder is lighter 
than the encoder, forcing the encoder to codify the most important information of the input field. 
This is, if a lighter net is able to decode the latent space with a low error, the latent space contains 
a good representation of the input field.  
 
In Figure 3.3.2 we can see the general structure of the AE model, where the most meaningfull 
features of the input Ὂ Xȟὸz  are captured in a lower-dimensional  latent space, Z. Then, Z is used 
to reconstruct the input field as Ὂᴂ Xȟὸz . 

 
Figure 3.3.2 AE model. 

 
- Step 2: Search for reconstruction 

After step 1, we obtain an AE that can  codify the input database to a lower-dimensional space. The 
decoder part is only used to train the AE. From now on, the encoder will be used to extract the 
meaningful feature of all the driver data. 
 
With this new dataset composed of latent spaces, the classical Analogue Method is ised to search 
for analogues in order to reconstruct the target field. Specifically, AM search for ὑ ςπ analogues, 

where Ὂᶻ X*ȟὸ , with ρ Ὦ ὑ are the analogues on the reconstruction region X*. Then, ὔ

ρπππ uniform random extractions are performed to obtain the reconstruction of the HW event, Ὂᶻ
 X*  . Figure 3.3.3 summarises this step.   
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Figure 3.3.3 AE-AM model. 

 
Multivariate Algorithm 

 
From version 0.1.0 of the software package (see section Implementation), this method has a 
Multivariate version, a Multivariate Autoencoder Analogue Method (MvAE-AM). Instead of only one 
X, search field, the method works with ὲ fields,  ὢᶰὢȟὢ ȟȢȢȢȟὢ . Each Ὥ-input field, Ὂὢȟὸz , is 
treated as a separate channel, and then, mixed by the AE in a univariate latent space, Z. This latent 
space contains the most meaningful information for all input fields. From Z, the AE reconstructs 
each input field as Ὂᴂὢȟὸz . Figure 3.3.4 summarises the architecture of the MvAE-AM model. 

 
Figure 3.3.4 MvAE-AM model. 

 
This approach has several advantages over the univariate model and the classical AM method. The 
main advantage over the univariate AE-AM is that MvAE-AM is able to combine information from 
different fields, in different regions, in order to find the most suitable analogues for the 
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reconstruction of the target event. This means that MvAE-AM can perform the Analogue Search on 
well-known drivers (or important fields) of HWs (or temperature in general), such as MSL (mean sea 
level pressure), Z500 (geopotential at 500hPa), SM (Soil Moisture), PEva (Potential Evaporation), at 
the same time, by combining information from these variables.  
 
For the comparison with the classical AM method, it is necessary to define a Multivariate AM 
method (MvAM) to ensure consistency in the comparison. There are two approaches to make a 
MvAM: generalise the euclidean distance, or establish an order between fields. The first option 
means that, if the Euclidean distance is obtained from Ὧ grid points, then the distance will be 
obtained from ὲ Ὧ grid points, as show in: 
 

άὭὲ В Ὂὢȟὸz Ὂὢȟὸ . 

 
The drawback of this approach is that the averaged distance between analogues is reduced. Thus, 
it is more difficult to compare analogues.  For example, an analogue that is very close in the ὢ field, 
but not close in the others fields can have the same euclidean distance as an analogue with a higher 
euclidean distance in the other fields. That leads to the following question: which  of these two cases 
is a better analogue?  
 
The second option is to establish an order between the input variables, and perform Analogues 
Search variable by variable (Caillouet et al. 2019). The closeness metric between analogue is better 
than with the first option, but the main issue with this approach is the order to perform the search. 
It is not the same to found analogues in ὢ field and then in ὢ field, that to found it in ὢ field and 
then in ὢ field. This approach adds a new bias to the method: how can the order of importance of 
the input field be established? 
The MvAE-AM method does not need to establish an order between variables, because the AE itself 
learns to select specific sub-regions on each variable to codify the most meaningful information of 
the fields. Moreover, the MvAE-AM method transforms a multivariate problem to a univariate one, 
where the Analogue Search is performed on the univariate Z latent space. This overcomes the 
problem of the averaged closeness between the analogues explained above. 
 
Implementation 
The algorithm was fully developed in the Python language. For the implementation of the Deep 
Learning Autoencoder technique, libraries such as tensorflow and keras have been used. For data 
visualisation and history of the training process, matplotlib is used. For data processing, xarray 
library was used. The detailed dependencies of the algorithm are shown in Table 3.3.1. 
 
The algorithm was implemented using the Python package va-am (Various Advanced Analogue 
Methods). The aim of the package is to provide the research community with a tool that allows it to 
build its own preprocessing step with any type of Machine and Deep Learning architecture.  
Architecture 10 corresponds to the AE-AM algorithm.  
 
The package is available as follows: 

- GitHub Repository Releases: https://github.com/GheodeAI/va_am. 
- Python Package Index (PyPI for pip): https://pypi.org/project/va-am/. 
- Conda Package (conda-forge channel): https://anaconda.org/conda-forge/va-am. 

https://pypi.org/project/tensorflow/2.10.0/
https://pypi.org/project/keras/2.10.0/
https://matplotlib.org/
https://xarray.dev/
https://github.com/GheodeAI/va_am
https://pypi.org/project/va-am/
https://anaconda.org/conda-forge/va-am
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Also, all the Documentation of the package is available at: 
- Documentation: https://va-am.readthedocs.io. 

 
Description of the incompatibilities 
 
 

Software Libraries Version 

Python 
>=3.7 

 

Tensorflow >=2.10.0 

Keras   >=2.10.0 

Pandas >=1.2.3 

Numpy   >=1.21.6 

Xarray >=0.20.2 

Scipy >=1.7.3 

Sympy   >=1.10.1 

Matplolib >=2.5.3 

Table 3.3.1 Dependency information of the AE-AM algorithm. 

 
Performance test 

To verify this method, we consider one of the most notable HWs in Europe that occurred in 2003 in 

France that happened between the 1st and the 19th of August with a maximum temperature of 

30.77 ºC. A summary can be found in Table 3.3.2 with the regions considered for the predictor 
(pressure) and target (Tmax). To identify the period in which the HW occurred, we used the previous 
definition of HW (see Description of problem section) and obtained the days in which the 
temperature reached values above the 90th percentile for an extended period of time as shown in 
Figure 3.3.5. 

 

 

Table 3.3.2 Summary information of the HW considered. 

 

https://va-am.readthedocs.io/
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Figure 3.3.5 Identification of the HW considered in this report. 

In this test, we use pressure maps at sea level as the predictor, searching analogues in pressure to 
find the closest temperature map to the HW under consideration. We train the AE-AM model by 
feeding the model pressure maps in order to reduce their dimensionality. The latent space obtained 
by transforming the pressure maps will then be used to find analogues from 1000 samples. Due to 
the stochastic nature of DL methods, we perform 5 independent trainings to verify the robustness 
and stability of our model. We tested our method with different configurations for the size of the 
latent space as well as the classic AM and compared them  in Figure 3.3.6. This comparison shows 
that higher latent space sizes give better reconstructions of the pressure maps and better results in 
the Analogue search step. However, this improvement comes with a higher  computational cost.  
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Figure 3.3.6 Identification of the HW considered in this report. 

 
The algorithm has already 19 unitary tests implemented. Making use of the GitHub Actions feature, 
the tests are performed each time a new feature or change is introduced to the package (see 
example). In Figure 3.3.7 we can see that all the unitary tests pass correctly. However, there are not 
enough tests yet. A coverage analysis was performed (and also integrated on the GitHub Action) to 
evaluate how much of the code, and which part, are covered by the unitary and integration tests. 
We can see in Figure 3.3.8 that 5% of the code is tested. 

https://github.com/GheodeAI/va_am/actions/runs/9314591841
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Figure 3.3.7 Results of the implemented unitary tests for the evaluation of va-am package. 

 
 

 
Figure 3.3.8 Results of the implemented coverage of tests for the evaluation of va-am package. 
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Finally, a time analysis of the code was performed. First, we compared the time performance of the 
AE-AM method with that of the classical AM method. AE-AM requires an additional training step, 
but it is performed only once. The previously trained AE can be reused for different HW 
reconstruction when the search region is the same. As for the running step, that is, the search of 
analogues, AE-AM is 3 times faster than the AM due to the dimensionality reduction. This is because 
the search step is the same for both methods. Table 3.3.3 summarises this information. 
 
Second, a profiler is used to identify the parts of the algorithm that requires more time to execute. 
Specifically, a py-spy profiler is used to measure the time spent on each function call. Figure 3.3.9 
shows that more than 75% of the run time is spent by the perform_preprocess method, specifically 
the sortby() function. This indicates that the focus should be on this specific process to improve the 
time performance of the algorithm. 
 

Method Avg. Train time Std. Train Time Avg. Run Time Std. Run Time 

AM - - 6 min. 28 s. 56 s. 

AE-AM 7 min. 30 s. 34 s. 2 min. 10s. 41 s. 
Table 3.3.3 Train and Run (analogue search) time comparison. 

 
 

 
Figure 3.3.9 Profiler (py-spy) results of time consumption for each part of AE-AM code. 

 
 
оΦоΦнΦ ±ŀǊƛŀǘƛƻƴŀƭ !ǳǘƻŜƴŎƻŘŜǊ ŦƻǊ IŜŀǘǿŀǾŜǎΩ !ǘǘǊƛōǳǘƛƻƴΥ !ƴ !ƴƻƳŀƭȅ 5ŜǘŜŎǘƛƻƴ !ǇǇǊƻŀŎƘ  

 
Description of the problem 
In climate science, attribution refers to the process of determining the contribution of various 
potential causes to an observed change or event in the climate. Initially, efforts were concentrated 
on attributing observed changes at global or continental scales, such as long-term trends in global 
mean temperature or the frequency of extreme events (EEs), such aslike the global rise in the 
number of hot days. It is well-documented that the frequency, intensity, and duration of certain EEs 
have been altered in many land areas by human activities. However, individual EEs often highlight 
the vulnerability of societies and ecosystems, drawing public attention to climate change. 
Consequently, it is natural to question the extent to which climate change is responsible for specific 

https://pypi.org/project/py-spy/


CLINT - CLIMATE INTELLIGENCE 
Extreme events detection, attribution and adaptation 

design using machine learning 
EU H2020 Project Grant #101003876 

 

91 
ML ALGORITHMS FOR  
CLIMATE SCIENCE 

EEs. This curiosity has led to the development of a new branch ofin attribution science, known as EE 
Attribution (EEA), which focuses on evaluating the influence of climate change on individual EEs. 
More details can be found in Deliverable (D) 5.1 (AI-Enhanced Attribution and Projections of 
Extreme Events).  

The EEA analysis can be conducted by addressing different questions in the framework of 
ŀƴǘƘǊƻǇƻƎŜƴƛŎ Ǝƭƻōŀƭ ǿŀǊƳƛƴƎΣ ǎǳŎƘ ŀǎ άƛǎ ǘƘŜ ƭƛƪŜƭƛƘƻƻŘ ƻŦ 99ǎ ƻŦ ǘƘƛǎ ǎŜǾŜǊƛǘȅ ƛƴŎǊŜŀǎƛƴƎ ƻǊ 
ŘŜŎǊŜŀǎƛƴƎ ŘǳŜ ǘƻ ŎƭƛƳŀǘŜ ŎƘŀƴƎŜΚέΣ άǘƻ ǿƘŀǘ ŘŜƎǊŜŜ ǿŀǎ ǘƘŜ ƛƴǘŜƴǎƛǘȅ ƻŦ ǘƘŜ EE affected by climate 
ŎƘŀƴƎŜΚέ ƻǊ άƘƻǿ ƳƛƎƘǘ ǘƘŜ 99 ƘŀǾŜ ŘƛŦŦŜǊŜŘ ƛƴ ŀ ǿƻǊƭŘ ǿƛǘƘ ƭƻǿŜǊ ƘǳƳŀƴ ƛƳǇŀŎǘ ƻƴ ǘƘŜ ŎƭƛƳŀǘŜΚέΦ 
¢ƻ ǘƘŜǎŜ ŎƻƴŎŜǊƴǎ ǿŜ ŀŘŘ ŀƴƻǘƘŜǊ ά/ƻǳƭŘ ŀƴ 99 ƻŦ ǘƘƛǎ ƴŀǘǳǊŜ ƻŎŎǳǊ ƛƴ ŀ ŎƭƛƳŀǘŜ ǿƛǘƘƻǳǘ ƘǳƳŀƴ 
ƛƴŦƭǳŜƴŎŜΚέ ¢ƻ ŀƴǎǿŜǊ ǘƘƛǎ ǉǳŜǎǘƛƻƴΣ ǿŜ ƛƳplemented an anomaly detection approach usingthrough 
a Variational Autoencoder (VAE).  

The VAE is an artificial neural network architecture designed to learn a low-dimensional feature 
representation space, enabling accurate reconstruction of the given data instances (Goodfellow et 
al. 2016). This technique for anomaly detection works by making the learned features capture the 
main spatial patterns of the data, so that they can reconstruct it with low errors; any deviations 
from these patterns is difficult to reproduce from the features and will have high errors. In other 
words, normal instances can be restored more accurately than anomalous data from the latent 
space (Pang et al. 2021). Consequently, data instances such as anomalies, which deviate from 
ΨƴƻǊƳŀƭƛǘȅΩΣ ŀǊŜ ǊŜŎƻƴǎǘǊǳŎǘŜŘ ƛƴŀŘŜǉǳŀǘŜƭȅΦ 

Algorithm description 
 
The basic formulation of this approach is: 

ᾀ ‰ ὼȟῸ ; ὼ ‰ ᾀȟῸ     (1)   

ὒ ὒ ὒ ὒ     (2) 

where x represents the original input, z is the encoded variable (latent space), ὼ  the reconstructed 
variable, and   and    are the encoder and decoder respectively, along with their associated 
parameters (Ὸ, Ὸ ).  

The total loss function (eq. 2) is composed of the sum of the reconstruction term  

ὒ ὓὛὉὼȟὼ      (4) 

where MSE is the mean-ǎǉǳŀǊŜŘ ŜǊǊƻǊΣ ƳŜŀǎǳǊƛƴƎ ǘƘŜ ±!9Ωǎ ŀōƛƭƛǘȅ ǘƻ ǊŜŎƻƴǎǘǊǳŎǘ ǘƘŜ ƻǊƛƎƛƴŀƭ ŦƛŜƭŘ 
exclusively over land, the Kullback-Leibler divergence term (LKL), gauges the proximity of the 
encoded distribution to the prior distribution, and finally the exponential loss term, inspired by 
(Lopez-Gomez et al. 2023), is computed as 

ὒ άὓὛὉὩȟὩ      (5) 

and helps to correctly predict positive extremes. Finally, the total loss function consists of the sum 
of the above terms: 

ὒ ὒ ὒ ὒ      (6) 
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Both encoder and decoder of the VAE are composed of two blocks containing convolutional 2D 
filters with kernel size of (3,3), a stride parameter set to (2,2). The latent space is represented by a 
100-dimensional multivariate Gaussian (see Figure 3.3.10), while the prior distribution is the centred 
isotropic multivariate Gaussian ὴ ᾀ ὔᾀȠπȟὍ (Kigma & Welling, 2013). Uncertainty estimation 
was performed using two Dropout layers in the decoder (‰ ), serving as a proxy for a Bayessian 
approximation, as described by (Gal et al. 2016).  

 

Figure 3.3.10 Schematic representation of the VAE employed for attribution in CLINT. 
 

Implementation 
 
The difference between the mean VAE estimate and actual value is used as an attribution metric. A 
larger anomaly indicates that the EE is less likely to occur in a climate without anthropogenic forcing. 
However, the sensitivity of the anomaly definition was tested for different thresholds based on the 
VAE error (see Performance Test section).  
 
The algorithm was developed in Python. The training of the VAE model was performed using 
PyTorch, PyTorch CUDA, and PyTorch Lightning. In addition, data visualisation was performed with 
the Matplotlib library. Further, Xarray library was used to carry out the data pre-processing. The 
detailed dependencies of the algorithm are listed in Table 3.3.4. 

 
 
 

https://pytorch.org/
https://lightning.ai/
https://matplotlib.org/
https://xarray.dev/
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Software Libraries Version 

Python >=3.10.4 

PyTorch  >=2.2.2 

PyTorch CUDA 12.1 

PyTorch Lightning 2.2.1 

Pandas >=1.2.3 

Numpy  >=1.26.4 

Xarray 
>= 2024.03.0 

Scipy 
>=1.13.0 

Matplolib 
>=3.8.4 

 
Table 3.3.4 Dependency information of the AE-AM algorithm. 

 
 
Performance test 
 
The VAE model was trained with daily maximum temperature fields from natural simulations of the 
HadGEM3-GC31-LL Global Climate Model (GCM) and applied for the reconstruction of the historical 
(control) simulation of the same GCM. As mentioned in the previoǳǎ ǎŜŎǘƛƻƴΣ ǘƘŜ ǘŜǊƳ άŀƴƻƳŀƭȅέ 
refers to the difference between the real and the reconstructed values. Figure 3.3.11 illustrates 
three performance metrics for both the training phase (natural simulations) and the reconstruction 
phase (historical simulations). The annual average MSE in the training dataset rarely exceeds ~1 °C 
(refer to L2 in the left panel of Figure 3.3.11). However, in the historical simulations, it can surpass 
1.2 °C (right panel of Figure 12), especially after 1975 and the 21st century. Over the last 20 years 
of the historical simulation, the metrics exhibited a clear upward trend. This suggests that while a 
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VAE model trained on natural world data effectively captures past climate conditions (i.e., a world 
with low anthropogenic signal influence), it struggles to accurately reconstruct the magnitude of 
anomalies observed in recent times, where the effects of anthropogenic climate change are most 
pronounced. 
 

 
Figure 3.3.11 Time series of annual mean MAE, MSE and RMSE of natural simulations (train dataset; left) and historical 

simulations (target dataset; right) of the HadGEM3-GC31-LL GCM. 

 
 
Based on the relationship identified between the climate change signal and the increase in VAE error 
when reproducing temperature fields, an analysis of the error and its relationship with the intensity 
of the temperature anomaly was performed for three periods: 1850-2020 (training period), 1980-
2020 and 1990-2020 (Figure 3.3.12). Each violin plot shows the historical temperature as a 
percentile computed from the empirical cumulative distribution function of the training dataset 
when they are above different thresholds calculated from the daily MSE error of the train dataset. 
These thresholds are the maximum error (leftmost panel of Figure 3.3.12), the 95th and the 75th 
percentiles of error and the median for each gridpoint. A high sensitivity to the choice of the 
threshold for anomalies outside the tails of the distribution is observed. Specifically, for the 
maximum error threshold (leftmost panel Figure 3.3.12a), most detected anomalies correspond to 
extreme values, i.e. corresponding to the tails of the distribution, and the remainder is spread 
throughout the distribution. The less demanding the threshold, the more anomalies fall within the 
interquartile range. Nevertheless, regardless of the threshold, the population of anomalies was 
consistently larger at the extremes compared to the rest of the distribution, whereas the opposite 
trend is observed for non-anomalous values. The same characterization between anomalous and 
non-anomalous values is observed regardless of the period with some minimal difference in the 
number of values observed for each one. In fact, fewer but more extreme anomalies were observed 
for shorter periods (see the differences between Figure 3.3.12a and 3.3.12c). 
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